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Professor - University of Sarajevo

Examinateur

Diego GUTIERREZ
Professor - Universidad de Zaragoza

Examinateur

Jean-Philippe FARRUGIA

Spécialité

Maître de conférences - Université
Claude Bernard Lyon 1

Informatique temps réel,
robotique et automatique

Alexis PALJIC
Chargé de recherche - MINES ParisTech, Université PSL

Examinateur

Directeur de thèse

Acknowledgements
I would like to start by expressing my gratitude to all of the people who
helped and encouraged me throughout my PhD thesis.
First and foremost, I would like to thank my thesis supervisor, Alexis
Paljic. Enthusiastic and supportive at all times, he encouraged me in my
exploration of new research ideas and was always a source of great advice.
He helped me challenge myself to become a better researcher, and I am
immensely thankful for these three years as his student.
I would also like to express my gratitude to the rest of the team at
the Centre for Robotics of MINES ParisTech - Guillaume Devineau, Sofiane Horache, Arthur Gaudron, Daniele Sportillo, Jean-Emmanuel Deschaud,
François Goulette, Cyril Joly, and all the others -, for the discussions, laughs,
and memorable moments that made our lab such a great workplace during
these three years.
Additionally, many thanks go to my friends, for all the great times we
shared during the thesis: they consistently lifted my spirits at times when
the workload was significant. In particular, I would like to thank Matthieu
Vigne, for being such a great friend and an amazing flatmate. I am also
grateful for the support of the rest of our group throughout the thesis, and
in particular to Quentin Chan-Wai-Nam and Rodolphe Dubois for coming
in person to encourage me during my PhD defense.
I would also like to express my deepest thanks to my family, and in
particular to my parents, Christine and Christophe, and to my brothers and
sister, Tanguy, Vincent, and Marie, for always being there for me and for
helping me take my mind off work when I needed it. In the same way,
many thanks also go to my in-laws, Véronique and Alain Mabille, for their
encouragement throughout the thesis and in particular during the defense.
Finally, there are no words to express how grateful I am to my wife,
Anne-Cécile, for the depth of her love, enthusiasm, and kindness. My highest
achievements are all thanks to her.

1

Abstract
There are many applications to capturing and digitally recreating real-world
people and places for virtual reality (VR), such as preserving and promoting
cultural heritage sites, placing users face-to-face with faraway family and
friends, and creating photorealistic replicas of specific locations for therapy
and training. This is typically done by transforming sets of input images,
i.e. photographs and videos, into immersive 360° scenes and interactive 3D
objects.
However, such image-based virtual environments are often flawed such
that they fail to provide users with a comfortable viewing experience. In
particular, accurately recovering the scene’s 3D geometry is a difficult task,
causing many existing approaches to make approximations that are likely to
cause discomfort, e.g. as the scene appears distorted or seems to move with
the viewer during head motion. In the same way, existing solutions most
often fail to accurately render the scene’s visual appearance in a comfortable
fashion. Standard 3D reconstruction pipelines thus commonly average out
captured view-dependent effects such as specular reflections, whereas complex image-based rendering algorithms often fail to achieve VR-compatible
framerates, and are likely to cause distracting visual artifacts outside of a
small range of head motion. Finally, further complications arise when the
goal is to virtually recreate people, as inaccuracies in the appearance of
the displayed 3D characters or unconvincing responsive behavior may be
additional sources of unease.
Therefore, in this thesis, we investigate the extent to which users can
be made more comfortable when viewing digital replicas of the real world
in VR, by enhancing, combining, and designing new solutions for creating
virtual environments from input sets of photographs. We thus demonstrate
and evaluate solutions for (1) providing motion parallax during the viewing
of 360° images, using a VR interface for estimating depth information, (2)
automatically generating responsive 3D virtual agents from 360° videos, by
combining pre-trained deep learning networks, and (3) rendering captured
view-dependent effects at high framerates in a game engine widely used for
VR development, which we apply to digitally recreate a museum’s mineralogy collection. We evaluate and discuss each approach by way of user
studies, and make our codebase available as an open-source toolkit.
2

Résumé en français
La reconstitution en réalité virtuelle de lieux, personnes, et objets réels ouvre
la voie à de nombreux usages, tels que préserver et promouvoir des sites
culturels, générer des avatars photoréalistes pour se retrouver virtuellement
avec famille et amis à distance, ou encore recréer des lieux ou situations
spécifiques à des fins thérapeutiques ou de formation. Tout cela s’appuie sur
notre capacité à transformer des images du monde réel (photos et vidéos)
en environnements 360° immersifs et objets 3D interactifs.
Cependant, ces environnements virtuels à base d’images demeurent souvent imparfaits, et peuvent ainsi rendre le visionnage en réalité virtuelle inconfortable pour les utilisateurs. En particulier, il est difficile de reconstituer
avec précision la géométrie d’une scène réelle, et souvent de nombreuses approximations sont ainsi faites qui peuvent être source d’inconfort lors de
l’observation ou du déplacement. De même, il est difficile de restituer fidèlement l’aspect visuel de la scène : les méthodes classiques ne peuvent ainsi
restituer certains effets visuels complexes tels que transparence et réflexions
spéculaires, tandis que les algorithmes de rendu plus spécialisés ont tendance à générer des artefacts visuels et peuvent être source de latence. Par
ailleurs, ces problèmes deviennent d’autant plus complexes lorsqu’il s’agit
de reconstituer des personnes, l’oeil humain étant très sensible aux défauts
dans l’apparence ou le comportement de personnages virtuels.
Par conséquent, l’objectif de cette thèse est d’étudier les méthodes permettant de rendre les utilisateurs plus confortables lors du visionnage immersif de reconstitutions digitales du monde réel, par l’amélioration et le
développement de nouvelles méthodes de création d’environnements virtuels
à partir de photos. Nous démontrons et évaluons ainsi des solutions permettant (1) de fournir une meilleure parallaxe de mouvement lors du visionnage
d’images 360°, par le biais d’une interface immersive pour l’estimation de
cartes de profondeur, (2) de générer automatiquement des agents virtuels
3D capables d’interaction à partir de vidéos 360°, en combinant des modèles
pré-entrainés d’apprentissage profond, et (3) de restituer des effets visuels
de façon photoréaliste en réalité virtuelle, par le développement d’outils que
nous appliquons ensuite pour recréer virtuellement la collection d’un musée
de minéralogie. Nous évaluons chaque approche par le biais d’études utilisateur, et rendons notre code accessible sous forme d’outils open source.
3
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Chapter 1

Introduction
1.1

Context

This PhD thesis was conducted at the Centre for Robotics of MINES ParisTech, PSL University, under the supervision of Dr. Alexis Paljic. The thesis
was launched to study the opportunities and challenges related to creating
virtual replicas of real people, objects, and places of our daily lives for virtual
reality (VR), within a broad scope of consumer use cases.
Application setting
Recreating parts of the real world as photorealistic virtual objects has many
applications. For instance, typical use cases include:
• Virtually traveling to real-world places that are otherwise hard to reach
or inaccessible. This includes visiting virtual replicas of real-world
museums [37, 146], famous landmarks [158], and real estate [140], that
may be located too far away for travel, may no longer exist, or may
be unreachable due to specific limitations such as the location being
temporarily closed or inaccessible to people with reduced mobility [77].
• Communicating with real people represented by photorealistic 3D avatars,
e.g. to connect with far-away family and friends [70], or in the context
of cooperative VR experiences and virtual conferences [35].
• Creating characters and scenes for immersive and interactive cinema
and video games. In particular, this includes 360° filmmaking [119,
61], the use of reconstruction tools to create photorealistic 3D models
of objects and landscapes [137, 162], as well as the virtualization and
digital integration of people into consumer applications [17, 132].
In fact, digital solutions in the context of cultural heritage, tourism, and
virtual conferencing may seem more relevant today than ever before. Indeed,
9
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the climatic and economic circumstances of the past decade encourage us to
be increasingly parsimonious in our use of fuel-intensive travel means: virtual reality spaces, though far from perfect in their current form, may prove
an interesting alternative in this regard. Moreover, the recent pandemicrelated lockdown situation also showed us the importance of finding new
ways of communicating and interacting with family, friends and colleagues
from afar. Research towards enhancing our ability to render photorealistic
reconstructions of the real world in virtual reality may thus provide viable
digital alternatives in a world in need of new solutions.

Figure 1.1: Typical use cases related to our research include immersive tourism and interactive virtual museums. Left: virtually visiting digital replicas of far-away locations
(image by Overbeck et al. [71]). Right: London’s Natural History Museum and Sir David
Attenborough recreated in VR (image from the Hold the World application page [146]).

Motivations for the use of image-based virtual reality
It is interesting to note that many equivalents to these use cases exist that
do not make use of virtual reality. For instance, most real-world locations
can today be glanced at from one’s computer or smartphone, e.g. via virtual
navigation services such as Google Street View [3]. It is also clear that many
films, videoconference applications, and 3D games already reach their target
objectives without relying on virtual reality. Where VR excels, however, is in
making viewers feel like they are truly there, in a real place, witnessing events
that are actually unfolding around them, with the possibility to interact
naturally within the space in which they are immersed: even though the
conscious mind is aware of the artifice, users feel transported somewhere
else, and react accordingly [93]. Therefore, if the objective is to make viewers
feel like they are actually experiencing the digital world that is presented
to them, virtual reality becomes by definition the most relevant medium for
the application. The challenge is then to provide sensory stimuli sufficiently
similar to those provided by real-world environments that they feel just as
real, to achieve what is often referred to as place illusion or presence [93].
It may be observed that virtual environments can provide such com-
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pelling sensory stimuli even when rendered in ways that are not visually
realistic [79], and even when depicting synthetic objects that are not digital
copies of a specific real-world item [33]. In this thesis, however, we are concerned exclusively with use cases for which the goal is to replicate specific
real-world objects in a photorealistic way, for which visual accuracy is key to
the application’s success. For example, if the goal is to render well-known
actors in virtual reality because they are expected to have a strong appeal
to the target audience, then creating photorealistic digital replicas of these
actors becomes crucial simply to ensure that their likeness can effectively
be recognized [146, 99], beyond additional potential benefits of photorealism
e.g. in terms of preference and perceived place illusion [115]. Similarly, in
the context of virtual reality for cultural heritage, the aim is to provide valid
information to the viewer, visually in particular: the captured objects thus
have to be rendered with adequately high levels of visual quality to prevent
visitors from being misled by inaccuracies or incomplete information [37].
Our work is thus focused on studying the ability to create and render
digital replicas of real people, objects, and places that will provide immersed
viewers with accurate visual stimuli in every viewpoint from which they can
be seen. To achieve this goal, we specifically focus on the subset of virtual
reality applications that render photorealistic environments based on images
of the real world (i.e. photographs and videos), a field which we refer to
in this document as image-based virtual reality. This decision to focus on
image-based VR is linked to the field’s convenience and appeal: indeed,
photography and video capture are practical, accessible ways of capturing
accurate visual data in the shape of digital information, and the potential
of photographic data for virtual reality has sparked the interest of a wide
audience of content creators. However, using photographs for VR raises the
question of our ability to transform sets of input images into photorealistic
3D representations, that are capable of providing viewers with a comfortable
and engaging user experience. Tackling this challenge is thus at the heart
of the related field of academic research.

1.2

Related research

Given a use case for which image-based virtual reality is expected to be
a relevant medium, the objective, for researchers and content creators, is
to determine how to provide a more compelling user experience. To do so,
research teams typically present solutions in the form of end-to-end pipelines
from capturing the input images to rendering a 3D representation in VR [81],
before studying the impact these novel solutions have on users’ perception
of the rendered scene.
Such pipelines typically include three main steps. First is acquisition (or
capture), the step by which the input photographs are taken and stored. As

12
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Figure 1.2: From photographs to photorealistic virtual objects. Left: capturing images
using consumer-grade 360° cameras and rendering them as background spheres (images
from the Ricoh Theta website [152]). Right: capturing images using large outside-in
camera rigs and rendering them as reconstructed 3D models (images by Collet et al. [17]).

a result of this step, one typically obtains either standard rectangular images
based on perspective projection, or 360° photographs that use a spherical
projection. Some capture devices will also record part of the scene’s geometry, in different formats. The captured data can be dynamic (e.g. video)
or static, both for color and geometry (e.g. volumetric video). Second is
processing (or representation), the step by which these pictures are transformed into a set of 3D assets. This step often includes 3D reconstruction
and compression of the processed data. The processed set of assets is called
the (scene) representation. Finally, the last step is rendering, by which the
scene representation is instantiated and updated in real-time to be displayed
to the user. How this is done will often depend on the expected interaction
modalities, i.e. whether the experience is seated or room-scale, and whether
it enables object manipulation, motion, or only observation.
The objective is then to develop better solutions, that are more convenient for creators to use and result in a more enjoyable viewing experience.
Research axes
To tackle the issue of finding better solutions, extensive research has thus
been led towards improving capture and rendering methods, and evaluating,
by way of user studies, whether enhancing these solutions effectively leads
to viewers better enjoying the experience.
In this way, many researchers have worked to improve the quality of
capture, notably by designing acquisition systems that are faster and higher
resolution, e.g. inside-out camera rigs for volumetric video [70] and light field
capture [71], as well as systems that enable capturing enhanced data at a
low cost, e.g. through an efficient combination of consumer-grade acquisition

1.2. RELATED RESEARCH

13

devices [62]. Additionally, several authors have also investigated how best
to position objects in the captured scene to enhance the quality of the final
result, e.g. studying the optimal placement of actors for 360° capture [75].
Furthermore, the search for better solutions has challenged researchers
to explore methods for obtaining more efficient data representations for both
color and geometry, e.g. for simplifying reconstructed 3D meshes [26, 45]
and creating multi-layer meshes from 360° image data [40, 90]. It has also
driven the development of faster, more accurate processing methods and
openly available tools for 3D reconstruction from photographs [117, 87].
Additionally, many authors have also worked on improving the rendering
step of the pipeline, by designing advanced methods that are more accurate
and less computationally expensive. This includes developing solutions capable of rendering plausible views beyond and in-between the captured photographs, in order to render the processed scenes comfortably when the user
moves around in the scene [44, 90]. Similarly, several recent works have also
showcased solutions capable of leveraging the input image data to render
photorealistic highlights and reflections in real-time VR [10, 71].
Finally, if the final goal is to enhance the quality of the experience for
end-users, then it is key to investigate the extent to which the studied hardware or software modification effectively impacts viewers’ perception of the
rendered scene. To this end, many authors have thus conducted user studies to evaluate the presented solutions and compare them with previous
approaches [84, 90], to analyze how best to integrate them in practical scenarios in which there may be transitions between different scenes [91] and
interaction with other virtual objects [80], and to study how the rendered
scenes are perceived under different viewing conditions and using different
immersive systems [58].

Capture

Photographs

Processing

3D scene

Rendering

VR views

Users

Figure 1.3: Researchers typically work towards enhancing user experience by designing
and evaluating different ways of modifying the content creation pipeline. User feedback
may encourage selecting one method over another, and may inspire paths for further
research.

Key terms in the literature
Several keywords can be used to find and classify this literature.
Image-based rendering (as discussed recently e.g. by Hedman et al. [41]
and Richardt et al. [81]) refers to the set of data representations and rendering algorithms for generating and displaying plausible novel views beyond
and in-between captured viewpoints. Related terms include view synthe-

14
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sis [31], free-viewpoint video [17], and light field rendering [71]. The corresponding literature notably works towards designing enhanced solutions
that are more accurate and less computationally expensive. To render these
novel views, IBR algorithms often rely on underlying 3D geometry, which is
typically recovered from the input photographs using multi-view 3D reconstruction [100]. Related terms include photogrammetry [78] and structurefrom-motion [86]. Similarly, most often when digitizing people, authors frequently use the term volumetric video[27] to describe pipelines for recreating
dynamic real-world items as 3D digital objects.
Several terms are also more specifically linked to the field of VR. Cinematic virtual reality (as discussed recently e.g. by Mateer [61] and MacQuarrie and Steed [58]) thus refers to the creation of VR films, often based
on the use of 360° photographs and videos. The related literature explores
how 360° scenes can be captured and rendered in ways that reinforce the
impact of virtual reality storytelling, thereby laying the foundations for a
shared grammar of immersive filmmaking. In this context, several works also
explore 360° image-based experiences that enable viewers to navigate freely
within a small viewing volume that extends beyond the original point of capture. These can notably be found using the term 6-DoF [44] - abbreviation
of 6 degrees of freedom, i.e. enabling both rotation and translation. Another
keyword is motion parallax [90], the sense that close objects move faster or
further than objects in the background. The related literature thus studies
methods for estimating geometry and rendering enhanced data representations capable of provide viewers with sufficiently accurate visual information
within this viewing volume so as to result in a comfortable experience.

1.3

Goals and research approach

In this PhD work, we aim to explore the subset of research approaches
that focus on providing users with comfortable and photorealistic visual
data as they move within a room-scale viewing volume. Indeed, the recent
advent of consumer-grade immersive systems with 6-DoF tracking has raised
an additional challenge for image-based VR research: how can accurate
visual information be provided within increasingly large volumes of possible
motion, given that there can only be a limited amount of captured visual
data? Because photographs cannot be taken for every viewpoint within the
viewing volume, advanced methods thus have to be designed for estimating
geometry and color data to render plausible views beyond and in-between
captured viewpoints. Therefore, to further the quest for better solutions in
this context of room-scale motion, we aim to study the extent to which users
perceive such methods to result in comfortable and photorealistic scenes.
For example, this issue is well illustrated by the question of how best to
render 360° photographs for room-scale VR. Indeed, 360° images are most
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often rendered as background spheres, in which case they provide accurate
visuals, but only in a single viewpoint. This solution may thus be sufficient if viewers stay very close to this viewpoint, but may not be realistic
or comfortable for users that move around within a large viewing volume.
Consequently, multiple authors have designed and evaluated ways for adding
3D geometry to 360° image-based scenes: based on this geometry, the scene
will be capable of providing relatively accurate visual stimuli even as viewers
move around, despite no additional visual data having been captured.

Figure 1.4: From 360° image sphere (left) to a solution more comfortable for users moving
within room-scale viewing volumes (right, technique from chapter 3).

Objectives
Specifically, the research we present in this manuscript targets three goals:
1. We aim to study the impact on perceived comfort of novel
solutions capable of providing motion parallax within a small
volume of room-scale motion. On this issue, our research notably
builds on works from the literature on 6-DoF VR. In particular, we
study the impact on viewer comfort of providing more accurate parallax by enhancing 360° photographs with estimated geometry.
2. We aim to study users’ response to novel solutions capable
of rendering more photorealistic views within this viewing
volume. On this issue, our research notably builds on works from the
literature on view-dependent image-based rendering. In particular, we
study the impact on perceived photorealism of rendering novel views
that more accurately depict the specular appearance of the captured
scene, by interpolating color information in-between views taken from
multiple different viewpoints.
3. We aim to make these solutions easier to use and more accessible to content creators. Many recent methods for rendering
both motion parallax and captured specular highlights are out of reach
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for most VR researchers and content creators due to the lack of available implementations. This is an issue, because the field of imagebased virtual reality is multidisciplinary and has much to gain from
exploration, in a variety of application contexts, by technical and nontechnical researchers alike. We thus aim to facilitate widespread access
to image-based VR by making our implementations of processing and
rendering methods openly available and easy to use.
Specifying our analysis
We restrict the scope of our analysis along several lines.
First, we do not examine the potential impact of using different types of
immersive systems with varying levels of graphics processing power, tracking
latency, display quality, or maximum field of view, i.e. what is often referred
to in the literature as different levels of immersion [93]. Instead, we choose
to examine our problem only in the context of head-mounted displays, using
displays that are consumer-grade and tracked within a physical space a few
meters large and wide: namely, we most often worked with a HTC Vive
[131].
Second, the thesis is focused on VR user experience more than on computer vision or graphics. Therefore, we aim to rely on existing implementations when available, in which case our technical approach mostly consists
in finding practical ways of combining them to create end-to-end pipelines.
We implement the methods ourselves only in cases where we are unable to
find accessible implementations of a specific solution, but deem it sufficiently
interesting that it should be studied with regard to user experience.
Third, we do not examine live applications, where data has to be rendered in the same time as it is captured. We focus instead exclusively on
data that is pre-recorded and can thus be processed, quickly but not necessarily instantaneously, before being rendered.

1.4

Structure of the document

We structure this document based on the different contributions we made
in the course of the thesis, as follows:
• In chapter 2, we provide a detailed analysis of related work on the
question of enhancing user experience during motion in image-based
VR. We first establish a functional classification of the use cases of the
field. We then analyze the key research challenges linked to rendering
the captured scene’s visual appearance for head motion in virtual reality, namely outlining how existing works evaluate proposed solutions
based on questions of comfort, realism, and convenience. Finally, we
provide an overview of state-of-the-art solutions developed to answer

1.4. STRUCTURE OF THE DOCUMENT

17

these challenges, which we structure based on whether the approaches
are focused on creating background environments or foreground objects, with a specific focus on methods for rendering view-dependent
effects from photographs.
• In chapter 3, we present how we tackled the challenge of providing
motion parallax when rendering background environments captured
using a consumer-grade 360° camera. Specifically, we present a virtual
reality interface we developed for adding depth information to 360°
photographs. We then evaluate the 3D representation resulting from
the use of this interface by way of a user study, in which we explore
the impact of varying levels of depth accuracy on user comfort, in
interaction scenarios of either seated observation or room-scale motion.

Figure 1.5: Our VR interface for efficient 360° depth map creation, based on manual
placement of 3D primitives and interactive 360° visualization.

• In chapter 4, we describe how we tackled the challenge of creating 3D
foreground objects from elements contained in 360° videos, specifically
studying the possibility of automatically generating 3D virtual agents
from omnidirectional videos of people. We describe how we combined
several pre-trained deep learning models to obtain a pipeline for generating these virtual characters, and evaluate the extent to which viewers
perceive them as being compelling and responsive, in the context of a
short interaction scenario with object manipulation.

Figure 1.6: Our pipeline for automatically generating 3D virtual agents from 360° video.
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• In chapter 5, we present how we tackled the challenge of transforming
input sets of photographs taken from multiple viewpoints into 3D objects that exhibit view-dependent specular highlights, and how we developed an open-source toolkit to make the resulting implementations
accessible and easy to use. We thus describe how we implemented several view-dependent rendering algorithms in a popular game engine,
and present our development of a toolkit that combines these methods
with optimized versions of the depth-based methods developed earlier
in order to obtain a single framework, so as to enable casual content
creators to apply all of these methods via a simple graphical user interface. Finally, we present the results of a user study in which we
evaluate the usability of our toolkit in order to improve its interface
and documentation.

Figure 1.7: Our open-source interface for applying view-dependent rendering for VR.

• In chapter 6, we describe how we applied our interface to recreate a
mineralogy museum in virtual reality. We present solutions for virtually recreating both the museum’s collection of minerals and the location itself, and describe the development of a portable multi-camera
system designed for quickly capturing large numbers of photographs
around a given viewpoint. We then present a user study in which
we evaluate the impact of viewing volume size on the perception of
place illusion, based on virtual environments that we capture with our
custom camera rig and render using our toolkit.
• Finally, in chapter 7, we look back on our analysis, outline paths for
future work, and provide concluding remarks.

Chapter 2

Analysis of related work
2.1

Use cases of image-based virtual reality

Many consumer experiences have helped define the scope of use cases of
image-based VR [130, 140, 141, 146]. Several authors have also presented
overviews of specific application contexts related to the field [37, 74]. We
now broadly classify these use cases of image-based VR along a functional
taxonomy, based on the main functionality that the application provides its
users.
Provide information...

Provide entertainment...

...
...
...
...
...
...

about a place or object
about a situation
about how to perform a task
via a public performance
via personal memories
via a work of fiction

Table 2.1: Our functional classification of image-based VR experiences.

2.1.1

Information and education

A first category of applications is those that have an educational goal: the
objective is to inform users, to provide them with knowledge about a specific
object, location, person, field, event, or task.
Promoting and preserving heritage sites
This category notably includes experiences related to the preservation and
promotion of cultural heritage.
Many sites, landmarks, and monuments have indeed been digitized to be
safeguarded and displayed digitally for visitors to experience from anywhere
19
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Figure 2.1: Examples of image-based virtual reality for cultural heritage. Left: visiting
a virtual replica of the palace of Versailles (image from the Versailles VR application
page [149]). Right: virtually exploring Palmyra’s Temple of Baalshamin (image from the
Age-Old Cities VR application page [158]).

in the world. For instance, the Arab World Institute in Paris (France) led
an exhibition in late 2018 entitled Age-Old Cities - A virtual journey from
Palmyra to Mosul, that featured photographs, videos, 3D point clouds and
textured 3D models, displayed both on giant-screen projections and in a VR
experience [158], to raise awareness for the necessity to protect and preserve
endangered cultural sites in Syria and Iraq. In the same way, intangible
cultural heritage can also be preserved and promoted using image-based
VR: for example, Selmanović et al. [89] thereby use VR storytelling by way
of interactive 360° videos and photogrammetry to present the tradition of
cliff diving from the Mostar bridge (Bosnia and Herzegovina).
Many museums have also digitized their collections and created VR applications to enable viewers to explore their buildings, including areas temporarily or permanently closed to the public. For example, the Hold the
World [146] VR experience enables users to discover parts of the Natural
History Museum in London (United Kingdom), featuring Sir David Attenborough as a virtualized 3D guide. Similarly, Snyder [97] provides a detailed
account of how the Smithsonian American Art Museum collaborated with
photogrammetry and volumetric capture experts to recreate the museum’s
artworks as 3D objects in VR. Many 360° museum tours are also available
on the Google Arts & Culture platform [129].
Additionally, digital 3D heritage data can also be freely accessed from
dedicated online repositories, such as Open Heritage 3D [148]. This data can
even be created by applying reconstruction algorithms to online collections
of photographs, e.g. as was demonstrated on the Notre-Dame cathedral in
Paris in the PhotoTourism project presented by Snavely et al. [96].
From street-level exploration to virtual apartment tours
Beyond cultural heritage, image-based virtual reality can also be used to
visit real estate properties, industrial facilities, and many other types of
locations, in a variety of application contexts.
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Figure 2.2: Examples of image-based virtual reality for place exploration in different
contexts. Left: virtually visiting cities reconstructed as 3D models (image from the Google
Earth VR application page [128]). Right: 360° apartment tours in VR from a web browser
(screenshot of a virtual tour from the Matterport website [140]).

For example, free, unguided exploration of cities and streets can be experienced in virtual reality using the Google Earth VR application [128]. Real
estate firms are also increasingly making use of virtual reality to enable
customers to visit houses and apartments from afar [140], notably relying
on 360° image tours of the location of interest displayed on low-cost immersive systems. Additionally, panoramas and 3D models reconstructed
by photogrammetry can be viewed by architects and safety inspectors for
industrial planning, damage assessment, and dimension measurement, as
discussed for instance by Tadeja et al. [102] on the example of an industrial
pipe rack.
Sharing and discussing past or ongoing events
Many VR experiences also make use of photographs and videos to shed light
on and discuss ongoing situations.
In particular, 360° and volumetric capture technologies can be used for

Figure 2.3: Examples of image-based VR for sharing and discussing situations across the
world. Left: coming face-to-face with (pre-recorded) combatants to hear the two sides of
a conflict (image from the video presenting The Enemy [120]). Right: a VR conferencing
demo, in which users are represented as point clouds (image by Gunkel et al. [35]).
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VR journalism [73], to inform about and create empathy for a given circumstance: for example, such solutions can be used to place immersed viewers
face-to-face with real-world people, telling their account of living through
a specific situation, as was done in the award-winning 360° documentary
Clouds Over Sidra [143] in the context of the Syrian refugee crisis.
Additionally, VR conferencing is increasingly being explored as a compelling and eco-friendly solution for sharing information with people all
around the world, e.g. to discuss an ongoing event or present the evolution
of research in a given field, with the speakers being rendered in real-time in
3D virtual space [35].
Learning and task training
Furthermore, image-based VR can be used to create educational experiences
and task training applications, both in school and in the workplace. These
experiences, in which multiple trainee classes can be immersed for no additional cost and with no exposure to danger, are notably interesting when
the corresponding live training is either costly, inaccessible, or dangerous.
For example, Salmimaa et al. [83] discuss how interactive 360° videos
can be used to train hospital personnel and medical students, by providing
participants with high-quality visual recordings of neurosurgical operations.
Likewise, in the context of the 2020 pandemic, the Resilient XR consortium
[123] was launched to provide healthcare staff with access to critical training
via volumetric video, to help users better handle patients at risk of infection and properly put on personal protective equipment. In the same way,
companies such as RiVR [153] use image-based solutions to provide training
scenarios for police departments and fire and rescue services, for instance
creating 360° videos to train fire engine drivers, and using photogrammetry to generate photorealistic room-scale virtual environments for forensic
investigation. Finally, examples can also be found in the school context:
Zhao et al. [113] thus discuss the use of 360° image-based immersive virtual

Figure 2.4: Examples of image-based VR for task training. Left: Walmart pickup tower
practice using an interactive 360° video (screenshot of a video on the Strivr website [156]).
Right: training to investigate causes of fire using 3D reconstructions of real locations
(screenshot of a video on the RiVR website [153]).
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field trips for enhancing science courses, specifically presenting an experience
designed to help teach introductory geoscience.

2.1.2

Entertainment

A second category of applications are designed primarily for entertainment.

Attending events and performances
Concerts, theater performances, and sports events can thus be recorded for
live or delayed viewing in VR, to enable users that could not attend in person
to participate in an immersive and interactive way.
For instance, virtual reality music platforms such as MelodyVR [141]
specialize in capturing music performances and streaming them as live 360°
videos, providing viewers with the ability to attend sold-out shows and faraway festivals, from a variety of possible vantage points that range from
within the audience to on-stage with the band. Similarly, in the past few
years, large sports leagues such as the American National Basketball Association (NBA) have regularly partnered with professional VR streaming
services to broadcast select events as stereoscopic immersive content, creating social experiences within which users can talk and interact with each
other while watching the game together from within a virtual stadium [118].
To evaluate and enhance such applications, viewers’ feelings of place illusion and engagement, as well as information recall, can be interpreted from
questionnaire and even electroencephalography (EEG) data, as is done for
instance by He et al. [38] in their study comparing user experience when
watching standard and panoramic videos of a theater performance.

Figure 2.5: Examples of image-based virtual reality for digitizing events and performances.
Left: watching basketball matches as 180° videos in a virtual stadium (screenshot of an
advertisement video by NextVR [145]). Right: a musical performance recreated as a
volumetric virtual reality experience in Hallelujah (screenshot of the supplementary video
by Milliron et al. [65]).
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Figure 2.6: Examples of image-based VR for reliving and sharing everyday memories.
Left: Facebook presentation of the 3D photos feature (screenshot of a video on the related
blog post [125]). Right: applications outlined for the Holoportation system (figure by
Orts-Escolano et al. [70]).

Reliving and sharing memories
At the personal level, photographs brought into virtual reality can also serve
as the basic building block for reliving, sharing, and creating memories with
family and friends.
For example, Facebook’s 3D photos, which combine everyday photographs
with estimated depth to create lifelike 3D representations of the captured
scenes, are designed be shared online for others to explore in VR [125].
Similarly, connecting family members across the globe is one of the main
target applications driving research on immersive telepresence systems [70]:
indeed, because it has the potential to effectively restore physical communication cues such as eye contact and body language, VR telecommunication
is seen as having the potential to convincingly create a sense of co-presence,
of being colocated with others in a shared 3D space, that current video
conferencing tools are unable to convey. Finally, a wide range of medical
use cases, such as reminiscence therapy and the treatment of phobias and
traumas, may benefit from the ability to relive personal memories in VR
via image-based virtual representations: for example, Chapoulie et al. [13]
thus present a user study in which they evaluate the extent to which freeviewpoint rendering can help stimulate autobiographical memory retrieval
in elderly patients.
Experiencing immersive stories
Lastly, volumetric captures and video recordings are also commonly used
for game development and VR cinema.
For instance, the use of photogrammetry for games has been explored
by industry [137] and academia [99] alike, fostering the development of large
libraries of image-based 3D assets such as Quixel’s Megascans [150], and
encouraging content creators to make use of photogrammetry in their VR
experiences, as was done for instance by Valve in their reconstruction of the
company’s lobby as a virtual environment for the SteamVR Home platform
[161]. As for immersive filmmaking, a large collection of VR fiction films,
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Figure 2.7: Examples of image-based virtual reality for games and immersive storytelling.
Left: playing with a virtual robot dog in a VR environment recreated using photogrammetry (screenshot of a session in The Lab [160]). Right: a 360° fiction film on YouTube
(screenshot of Star Wars VR - Hunting of the Fallen [135]).

ranging from interactive 360° video to volumetric experiences, are regularly
presented at dedicated events and festivals [163] by students, researchers,
and independent filmmakers [16], directors and film studios from traditional
cinema [154], as well as people working to explore new fields as part of
the research efforts of large tech companies [121, 139]. Such films can even
combine entertainment with educational value, e.g. through the telling of
fictional stories around heritage sites in VR, using recorded actors to give
life to the location of interest [82].

2.2

Human-centered research challenges

These different use cases illustrate how image-based VR solutions can be
used to achieve specific goals, e.g. provide rich and entertaining learning
experiences in VR museums [146] or enable physically distant viewers to
watch events and performances as if they were there together [118]. Accordingly, the academic literature essentially focuses on evaluating the extent to
which such goals seem to be achieved by existing systems, in light of the
way users respond when viewing the experiences: for instance, researchers
may investigate the level of enjoyment or perceived learning effectiveness
reported by participants experiencing a virtual field trip [113]. For the same
reason, researchers may also design, demonstrate, and evaluate new solutions capable of providing a better experience with regard to these goals:
for example, new pipelines may be developed to make 360° images more
comfortable to view in VR [84]. We now analyze the challenges underlined
by these different research approaches, and discuss the evaluation methods
that are typically used to assess the effectiveness of proposed solutions.
Specifically, we focus in this section on three key research challenges.
First, we discuss the challenge of creating comfortable VR experiences using
real-world photographs as input, and thereby examine the different metrics
for evaluating perceived comfort. Second, we analyze the challenge of creat-
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ing image-based replicas that viewers perceive as being accurate and lifelike,
and thereby describe different variables for assessing perceived realism. Finally, we discuss the challenge of designing content creation pipelines that
are cost-effective and easy to use, and thereby examine metrics for evaluating the convenience of a proposed approach. We focus on these challenges
because they are key to enabling the creation of compelling image-based VR
experiences, and are discussed in a large number of related works.
Preliminary note on methodology in related works
We study VR as a human-centered field: what matters to us are the
sensations and emotions that viewers perceive as a result of experiencing a
given solution. Consequently, the following section is dedicated to discussing
how authors in the academic literature have provided insight on the extent
to which a given solution - e.g. rendering a 3D mesh or a 360° image in a
certain way - is likely to elicit a given response in viewers - e.g. be perceived
as more comfortable or more realistic than a given reference. Because many
fields have extensively explored how to design such user-centered evaluation
methodologies in an effective way, it may be important to provide a few
preliminary observations on this topic.
First, a widely used method for evaluating user experience in fields related to human-computer interaction - VR in particular - is to lead comparative user studies, analyzed using quantitative statistical tools. In this
way, we can observe that many authors working on image-based VR evaluate their solutions by asking viewers to observe the resulting scenes and
perform tasks within them in virtual reality, recording both self-report and
behavioral data to assess how viewers perceived a specific aspect of the system [38, 68, 69, 84, 90]. There are many advantages to such studies: they
give the most direct account one can have of the solution’s ability to elicit
a given response; they may provide insight on the solution’s characteristics
that make it capable of eliciting this response; and they may be necessary
to determine whether previous results still hold when a reference solution
is modified in a specific way [53]. However, there are also several drawbacks: appropriate statistical treatment of self-report measures is difficult,
and sometimes source of debate among the scientific community [7, 94]; additionally, user studies are often time consuming to set up and run, and may
be hard to replicate and difficult to design and generalize in a valid way [53].
Therefore, such studies provide valuable insight, but there is also value in
looking for alternative metrics.
Consequently, it is also standard for authors working on image-based
solutions to evaluate their approaches by recording specific system characteristics that are expected to be the source of target perceptual responses
(such expectations potentially resulting from the observations of previous
studies, that may have shown correlations between these characteristics and

2.2. HUMAN-CENTERED RESEARCH CHALLENGES

27

the target variables in question). For instance, to evaluate a new design that
is expected to be more comfortable or realistic than previous reference solutions, many authors record the system’s performance in terms of latency,
resolution, geometric accuracy, and visual fidelity, using quantitative metrics
directly related to these characteristics [42, 44, 71, 106]. It is advantageous
to measure such properties for multiple reasons: they are often recorded
quickly and easily in the software used for rendering; additionally, their
measure for a given dataset on a given hardware setup is often consistent
when repeated, and can thus be used as a reliable basis for comparison (this
is typically done by providing measures for several reference online datasets
[88, 106]). However, these indicators also have limits, notably that they do
not directly account for the way viewers effectively respond to the solution,
and that their recording rarely generates new ideas or provides additional
insight in the way user studies often do.

2.2.1

Comfortable motion, comfortable visuals

Comfort is key to users enjoying the experience. Conversely, experiences
that cause discomfort may discourage viewers from spending more time immersed within the virtual environment. Therefore, a first challenge that
many researchers have focused on is evaluating the extent to which imagebased virtual reality solutions are comfortable for viewers, and finding ways
to enhance these solutions with regard to this sense of comfort.
Measuring effectively perceived comfort
When examining image-based VR scenes, authors often explicitly measure
participants’ self-reported sense of comfort as a way to evaluate proposed
solutions [44, 84, 90]. In order to measure perceived comfort as a quantitative variable, researchers thus typically rely on single-item Likert-type
questions, such as ”How much discomfort did you experience while viewing the scene?” [84] or ”With which of the two methods did you feel more
comfortable watching the scene?” [90]. Additionally, because the way the
scene is rendered may cause discomfort due to disorientation or eyestrain,
insight on the question of comfort may also be obtained via dedicated cybersickness questionnaires which include questions on such items, such as
the virtual reality sickness questionnaire (VRSQ) [49].
For example, Serrano et al. [90] present several studies in which they apply such metrics to compare two techniques for visualizing 360° videos, one
with head-motion parallax (via added geometry), the other without (projection on a standard image sphere). In a first study, they measure comfort
using a single-item Likert-type question, and thus validate that users generally prefer the videos with added motion parallax. In a second study, they
then use a cybersickness questionnaire to measure whether adding motion
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parallax in this way is effectively perceived as reducing sickness: the results
confirm that 360° videos without parallax are likely to more often elicit
sickness during head motion than when there is added depth.
Note that the approaches we discuss are those that focus on enhancing
comfort by modifying the rendered virtual environment, since this is our
item of interest. However, other factors that are not related to the virtual
scene may also be likely to influence one’s perception of comfort during
viewing, for instance characteristics of the immersive system: in this way,
Mehrfard et al. [63] identify several key factors for comparing VR headmounted displays based on their impact on user comfort, notably including
the system’s heat development, tracking stability, and weight distribution.
Therefore, to assess the impact of the rendering solution independently from
these factors, one has to control or monitor them during the study, e.g. by
using a single type of immersive system and verifying that it does not become
too hot or badly adjusted as a result of repeated use.
Comfort during motion: parallax and latency
Among the approaches towards enhancing the comfort provided by imagebased scenes, many have focused specifically on comfort during head motion.
Two characteristics of the solution seem critical in this regard: the ability
to generate plausible parallax, and the ability to render views at high framerates.
Comfort through motion parallax
If the input images are rendered in VR without any estimation of the
scene’s geometry, e.g. as is done when displaying 360° photographs as spherical backgrounds, then the output views will be unable to provide accurate
parallax during motion. This in turn is expected to make viewers uncomfortable during room-scale motion within a small viewing volume [71], and
even simply during accidental head motion in seated VR [90]. Several theories of motion sickness, such as the sensory conflict or postural instability
theories, have thus been applied to explain this discomfort in VR [67]: most
often, it is thus expected that discomfort arises as a result of the inconsistency between the provided visual stimuli and the perception of motion in
the vestibular system [12]. Therefore, comfort during motion seems likely to
depend on the accuracy of the provided parallax, which itself results from
the geometric accuracy of the underlying 3D scene representation.
To assess whether a solution is likely to cause discomfort as a result of
inaccurate parallax, one can thus measure the scene’s geometric accuracy
itself, i.e. the extent to which the estimated underlying geometry is accurate
with regard to ground truth measures on the original real-world scene (as
acquired by devices such as laser scanners [101]). For instance, Sayyad et al.
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Figure 2.8: Different metrics related to comfort during motion. Left (screenshots of the
benchmark website by Schöps et al. [88]): evaluating geometric accuracy by comparing
ground truth point cloud (color) with reconstructed geometry (white) using metrics of
accuracy and completeness. Right (image by Sayyad et al. [84]): in a study comparing
different ways of enhancing 360° images with geometric data, the authors recorded participants’ responses to evaluate several items, including viewers’ perception of discomfort.

[84] evaluate the accuracy of the geometry generated using their proposed
interface with regard to ground truth values obtained via a professional 3D
capture system, by computing metrics that formalize the geometric distance
between two depth maps. More accurate geometry is thus expected to result
in higher levels of perceived comfort [71, 84, 90]. Additionally, the fidelity of
the 3D scene representation depends on the accuracy of the estimated camera poses: consequently, a related indicator is to also compare the estimated
camera positions with their ground truth positions [101].
Comfort through motion parallax seems to be put forward as a research
concern mostly when working with 360° image-based solutions, for which the
scene is often captured from a single viewpoint, thereby encouraging new
approaches targeting the issue of 6-DoF VR from 360° photographs [44, 76,
84, 90, 116]. In contrast, in the case of multi-view setups, photogrammetry
tools are already commonly used today to recover relatively accurate 3D
geometry from the input images [137, 146, 162], and the research focus seems
to be on developing 3D reconstruction methods that yield better levels of
geometric accuracy for complex scenes [56, 86].
Comfort through low latency
For similar reasons, another potential source of discomfort during motion
is low latency [12]. High framerates are thus consistently recommended for
comfortable viewing in virtual reality, encouraging researchers in the field
of image-based VR to adapt the design of their methods to target real-time
playback at high framerates [42, 44, 71, 90], and to check the validity of
their approach by examining speed performance statistics on typical target
hardware for a number of sample datasets [42, 44, 71]. Latency is also
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a concern of particular importance for video-capable solutions, which are
expected to play back the images at high framerates for the captured motion
to seem smooth and realistic.
Researchers thus frequently evaluate perceived latency by measuring rendering framerates, which can most often easily be retrieved from the software
interfaces used to render the scene in the VR display.
Visual comfort: resolution and visual artifacts
There also seems to be a strictly visual aspect of comfort, related to the
quality of the provided visual stimuli compared to what is experienced when
observing the real world. Degrading the rendered visuals is thus likely to
cause discomfort. In this way, it becomes important both to better understand how viewers perceive different types of visual degradation, and to
enhance solutions so as to reduce the consequences of such degradation on
perceived comfort.
Comfort through high resolution
For a better quality of experience, it seems clear that the output views
generated by the solution must be relatively high-resolution in terms of both
color range and spatial resolution [93]. For example, in the literature, high
resolutions are thus seen as crucial to the process of convincingly replicating
people’s appearance in VR, especially for facial features [17, 27]. Ideally, the
resolution of the rendered views should thus be enhanced until it matches
that of the target immersive system, which in turn should ideally achieve
resolutions similar to that of the human visual system (which, of course, is
not the case of most systems today). It can thus be beneficial to rely on
image-based pipelines capable of capturing high-resolution color data and
representing it in a way that preserves this resolution quality.
Output resolution can easily be measured during rendering. However, it
is not necessarily a good indicator of the level of visual detail that these views
can provide: this ultimately depends on the resolution of the photograph or
texture map projected onto the display, and on the distance separating the
viewer and the rendered object [93]. Generally, it is perhaps simplest to test
different possible resolutions and select, among those that seem relevant, the
highest resolution that can be rendered at high framerates.
Comfort through the removal of artifacts
As users move around in-between and beyond the captured viewpoints,
new visual information has to be synthesized from the input photographs,
in order to render what the original scene probably looked like seen from the
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current viewpoint. Therefore, the rendered views are created based on estimations - often only partially accurate - of missing visual information. While
this is important to help the rendered scene feel otherwise more comfortable or realistic, it also causes parts of the rendered views to be objectively
inaccurate, e.g. blurred or displaying colors from the wrong surfaces: such
visual errors are artifacts of the rendering process, and as such are often
grouped under the term visual artifacts.
Visual artifacts are commonplace when using state-of-the-art imagebased solutions [10, 15, 42, 71, 90] - we examine this in more detail in
the section in which we discuss technical solutions. Because these visual
inaccuracies can be distracting or disturbing, e.g. flickering about during
head motion, many authors search for ways to remove them or make them
less visible. Accordingly, it is important to be able to measure the impact
of these artifacts on user experience.
Objective measures for evaluating the presence of visual artifacts can be
taken using metrics based on the per-pixel difference between ground truth
images and the corresponding rendered views [106]. However, such metrics
take into account the rendering capabilities of the solution in general, not
just the question of visual artifacts. Additionally, what matters is not so
much the presence of visual degradation than how it is perceived, because
different types of inaccuracies may not be problematic in the same way:
for instance, Overbeck et al. [71] replace flickering artifacts with a smooth
blur by adding a pre-filtering step to their method, expecting blurring to be
less distracting for immersed viewers. Consequently, it is perhaps simplest to
directly ask users the extent to which they perceive visual inaccuracies, using
questions such as ”Which of the two methods had more visual artifacts?”
[90]. In the same way, several quality assessment methodologies have been
applied and compared in the literature to evaluate how viewers perceive the
visual degradation of 3D objects in VR [68]: these could similarly be used
to study users’ perception of the visual inaccuracies that commonly occur
in image-based scenes.

2.2.2

Virtual replicas that feel real

Because image-based approaches are designed to create visual replicas of the
real world, it is also crucial for the rendered scenes to feel real. Consequently,
understanding how to achieve high levels of perceived realism is another key
research challenge for the field. Therefore, we now discuss how realism is
pursued and evaluated in the literature.
Measuring effectively perceived realism
First of all, like comfort, perceived realism can be evaluated directly using
self-report measures. In this way, several authors explicitly measure per-
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Figure 2.9: Different metrics related to visual comfort. Left: recording participants’
perception of visual artifacts (image by Serrano et al. [90]). Right: evaluating perceived
visual degradation in VR using questionnaires (images by Nehmé et al. [68]).

ceived realism using single-item Likert-type questions such as ”How realistic
was the experience of the scene?” [84] and ”Which of the two methods
offers a more realistic experience?” [90]. For example, Sayyad et al. [84]
thus rely on this metric to determine that their manual approach to geometry estimation from 360° images can result in scenes that are perceived
as being realistic when applied to indoor photographs, while showing that
lower realism scores are given when using their approach to recreate outdoor
environments with complex scene geometry (e.g. trees and foliage).
Furthermore, when recreating a virtual scene, perceived realism is likely
to be tied to the question of place illusion. Indeed, by recreating realistic
scenes, we also hope to generate virtual environments that make viewers feel
like they are there, virtually transported in the original location. Conversely,
because digital replicas are expected to be realistic, viewers that do not feel
that the scene matches their expectations in terms of realism may report a
lower sense of presence within the virtual environment. Several works in the
field of image-based VR thus measure viewers’ sense of presence to compare
different representations [38, 90]. This is typically done via dedicated questionnaires, such as the Slater-Usoh-Steed (SUS) questionnaire [95], as well
as behavioral measures when appropriate [94]: for a detailed overview on
measuring presence in VR, we redirect readers to works such as the recent
review by Weech et al. [109].
Photorealism: image quality and realistic appearance
A first key dimension of realism is the extent to which the appearance of
the rendered environment resembles that of the original scene. In this way,
whether users perceive the experience of viewing the virtual environment as
being close to that of experiencing the real-world scene is likely to depend
on the photorealism of the recreated scene.
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Realism through fidelity to the original scene
Many works thus seek to push the boundaries of our ability to create
digital replicas that accurately imitate the appearance of a given real-world
scene as it was at the moment of capture. This first implies rendering scenes
with high resolution and few visible artifacts, for which we have already discussed relevant indicators. In addition to these considerations, photorealism
also requires rendering the overall appearance of the scene with high fidelity.
If data is captured from multiple viewpoints, this latter component notably
includes rendering realistic view-dependent surface reflections from the input photographs [10, 15, 42, 71], a question that recent work even addresses
(although such examples are still rare) when the multi-view capture process
is performed using 360° acquisition devices [6].
To measure the extent to which a given solution accurately replicates the
original scene as it was at the moment of capture, authors frequently evaluate their proposed solutions by comparing the ground truth photographs
with the corresponding output views captured from the same viewpoint, using per-pixel metrics that measure the difference between two images. In
particular, because the absence of view-dependent surface reflections would
be likely to lead to significant differences in this sense, these metrics are
also a good indicator of a rendering method’s ability to convincingly render
view-dependent effects. For example, Flynn et al. [31] thus compare their
view synthesis algorithm with previous work by measuring the quality of the
views rendered by each solution, using as evaluation criterion the structural
similarity (SSIM) image quality metric. The work of Waechter et al. [106] is
also particularly interesting in this regard: the authors present an analysis of
existing image comparison metrics and geometry-based benchmarks, based
on which they propose a novel evaluation methodology, virtual rephotography, aimed at evaluating both the accuracy and the visual completeness of
the views rendered by a given solution. This methodology has inspired several of the research works discussed above when evaluating their proposed
solutions and comparing them with previous approaches [40, 76, 90].

Figure 2.10: A measure of photorealism: using virtual rephotography to evaluate rendered
views by comparing them with ground truth photographs (image by Waechter et al. [106]).
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Realism through accurate response to changes in lighting
Beyond recreating the scene as it was at the moment of capture, the
development of interactive applications makes it interesting to consider the
reactive component of photorealism, e.g. the ability to convincingly render
the appearance of an object or scene to adapt to objects moving in front of
the light source or changes in lighting intensity. In this way, to ensure that
reconstructed objects can be realistically, coherently integrated in a virtual
scene, specialized capture and processing pipelines have to be designed to
make these objects relightable [36, 137]. When using an image-based background (e.g. 360° photograph or video), it is then also critical to recover
a plausible virtual light source from this background to enable realistically
compositing objects within the scene [80].
To measure the accuracy of these reactive effects, it is perhaps simplest
to lead image similarity evaluations on data captured from synthetic scenes,
i.e. comparing the lighting properties estimated by the solution from the
synthetic data with those of the original virtual scene. Complementarily,
it is also common for researchers to evaluate this accuracy by way of user
studies. For instance, Rhee et al. [80] use the Likert-type question ”How
well does the lighting of the synthetic object(s) match with the environment?” to evaluate their image-based lighting technique: they thus validate
that participants effectively perceive their integration of synthetic objects in
image-based backgrounds as being generally photorealistic, although additional efforts may be needed for scenes with more complex lighting.
Realistic motion: video capability and responsiveness
Users are also particularly sensitive to motion, especially as it relates to the
body movements and facial expressions of digitally recreated people [27].
Particular attention thus has to be paid to the perceived realism of scenes
captured and rendered in motion.
Realism through continuous motion
The ability to capture and render video may be critical for certain use
cases, e.g. if the goal is to replay a musical performance in VR. Consequently,
the ability to render video data at high framerates is a strong argument
that can be put forward as a research contribution in areas where this is
typically difficult [10, 90], or be mentioned as a possible path for future
work [71]. Most notably, there is a strong focus on video-capable solutions
in the specific case of recreating humans in VR [17, 26, 70], as they can be
used to virtually recreate people speaking and in motion [132, 146].
Additionally, when rendering dynamic data for VR, the scene should
not appear to freeze due because a frame takes too much time to render,
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nor should 3D humans appear to freeze at the end of an animation cycle,
as these behaviors are not consistent with those observed in the real world
and are thus likely to feel unrealistic or uncomfortable. Therefore, the illusion of continuous motion should be fostered by giving 3D characters idle
animations to help them appear more lifelike [105], and by keeping video
framerates high both in the captured images and the rendered views.

Realism through responsive behavior
Another important component of realistic motion is the level of responsiveness of the recreated objects, i.e. their ability to convincingly react to
the user’s presence and actions.
This question is notably studied when digitally recreating humans. Indeed, even if we could achieve very high levels of photorealism - e.g. such
that we were able to volumetrically capture and render a human with such
visual accuracy and detail that the viewer’s eye could not discriminate the
replica from the original based solely on visual appearance -, there exist
several cues that may break the illusion of co-presence. For instance, the
character may move unreasonably close to the user and breach the user’s
personal space [5]; may have a fixed gaze or fail to look towards the viewer
during conversation [52]; or, most notably in the case of autonomous virtual
agents, may fail to respond to the user’s actions in a believable way [33].
If the objective is to recreate engaging social agents, that appear to behave
realistically, then these potential breaks in the illusion are a crucial issue.
Accordingly, many researchers have worked on designing virtual agents
that exhibit convincing responsive behavior, and have explored ways to evaluate the extent to which these characters are effectively perceived as being
social entities. For instance, Garau et al. [33] lead a study investigating
the impact of agents’ level of responsiveness on a number of participant responses such as perceived agent awareness and sense of copresence, measured
via questionnaire. The results indicate that agents that modify their posture
and gaze behavior to account for the user’s presence are indeed more likely to
be perceived as being sentient, to elicit a sense of personal contact, and to be
generally responded to as if they were real people. Furthermore, in addition
to self-report data, researchers also commonly evaluate perceived responsiveness by way of behavioral measures. In this way, responsive behavior
thus appears to elicit different patterns of heart rate and electrodermal activity [33], and virtual agents’ gaze and motion behavior also seem to have
a direct impact on participants’ gaze direction and the way they maintain
interpersonal distances with these agents [5, 52].
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Convenient creation pipelines

Beyond their ability to generate comfortable and realistic outputs, solutions
are only useful to the extent that they can actually be used. For this reason, many authors also rely on criteria related to convenience in order to
support the strengths of their contributions: a solution may indeed be more
interesting than another simply because it is achieved at a much lower cost,
is more compact, or relies on a novel type of interface that makes it easier
to use. Such properties essentially affect the content creator, and higher
convenience is expected to facilitate the creation process. In turn, giving
content creators access to the most adapted tools and devices is also likely
to result in higher quality scenes, and thus in a better experience for users.
Accessibility: cost, ease of use, and openness
Content creation can thus be facilitated by making solutions more accessible,
i.e. more affordable, easier to use, and more reliant on open-source software.
Convenience through affordability
Many approaches in the image-based VR literature are motivated by the
low cost of the underlying capture devices. Affordability is thus one of the
core arguments for the development of 6-DoF pipelines based on the use of
consumer-grade 360° cameras rather than costly multi-camera systems [44,
62]. Similarly, several authors present image-based pipelines for creating 3D
virtual environments [40] and 360° VR experiences [107] that are aimed at
casual content creators, designed to work with photographs captured using
low-cost sensors such as smartphone cameras, for viewing within inexpensive
virtual reality devices.
Actual financial cost is the most evident metric in this case, should one
want to provide a quantitative comparison of different solutions. However, affordability is often only invoked when the cost difference between
the competing systems is sufficiently high that quantitative comparison is
not needed, such that the authors can simply assert that their proposed
solution is a low-cost alternative to previous systems.
Convenience through user-friendliness
Ease of use is also frequently mentioned as one of the strengths of proposed solutions. In this way, pipelines that rely on consumer-grade 360°
capture devices and smartphone cameras are practical not only for their
low cost, but also because these capture devices are lightweight and enable
taking pictures at the click of a button [40, 44, 90]. Furthermore, beyond acquisition, simplicity also intervenes at the processing and rendering stages,
for example encouraging authors to design VR interfaces for image-based
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Figure 2.11: Different metrics related to convenience. Top: comparing workflows based
on factors such as cost and availability on different platforms (image by Rahaman and
Champion [78]). Bottom: evaluating the perceived usability of a proposed interface by
way of Likert-type questions (extract of an image by Nuernberger et al. [69]).

geometry estimation that rely on intuitive manipulation and are thus easy
for novice users to learn [84].
To evaluate whether a device or interface is effectively user-friendly, the
most common method is usability testing, i.e. asking participants to use the
system in order to determine where they may encounter problems. With
this procedure, authors can notably measure the total time it takes for participants to run a typical session with the system [84], which is an interesting
indicator for comparison with other solutions.
Convenience through availability for both use and modification
Finally, it is not uncommon for authors to release their work as open data
and open-source software. For instance, researchers working on learningbased approaches for depth and 3D pose estimation from photographs frequently release pre-trained weights for their models, as well as sample datasets
and corresponding code and instructions for training [2, 34, 47, 116]. There
have also been notable efforts towards releasing open-source toolkits [117,
86, 100], tutorials [137, 161, 162], implementation code [6, 84, 90], and data
[88] in the fields of image-based reconstruction and rendering. Nevertheless,
it does remain challenging today to find accessible tools for many methods,
such as for creating virtual scenes from 360° color and depth pairs or for
rendering view-dependent highlights in VR from multi-view photographs.
Open-source tools are practical for content creators in the sense that
they are freely available and can be modified to better fit the application’s
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specifications. Additionally, open data can be used as a basis for comparing
solutions [88, 100]. Therefore, this characteristic plays an important role in
helping authors evaluate solutions and use the best adapted tools.

Efficiency: processing time and compactness
Content creation can also be facilitated by making solutions more efficient
in terms of both time and space.

Convenience through high processing speeds
Authors thus frequently seek to enhance the performance of the processing pipeline in terms of speed. Indeed, while it may not have much impact
on end-users, processing speed may influence the relevance of a solution in a
given context: for example, several researchers working on view-dependent
IBR for VR have recently presented pipelines that require parallel cloud
computing to be run efficiently (in a matter of hours or days) [10, 71], and
would otherwise require weeks or months of processing on a typical setup
to process a single scene [71]; such solutions may thus be practical for large
companies with access to important computing capabilities, but may not be
adapted for use by everyday content creators.
To evaluate the performance of a given approach, researchers thus often
measure the times required by the solution to process a given set of inputs
[44, 90]. They also typically compare these results with those of existing approaches in order to provide insight on the evolution and current capabilities
of the state of the art [86].

Convenience through compact representations
Finally, it can also be useful to verify the extent to which the representation is compact in terms of compression rates [17, 71]. For example,
Overbeck et al. [71] present a detailed evaluation of the proposed compression algorithm for their solution, which uses a custom video codec and an
adaptive depth simplification method to compress the scene representations
to total sizes averaging 50-200MB per dataset: the authors thus examine the
performance of this algorithm on multiple sample multi-view image datasets
with regard to size and image quality. It may indeed be useful to measure
indicators related to the size of the processed data not only for questions of
convenience, but also because it may have an impact on quality: typically,
more compressed representations may thus help reduce latency, but may
also degrade the accuracy of the rendered views.
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2.3

Enhanced solutions to tackle these challenges

To tackle these different research challenges, authors often demonstrate new
and improved image-based solutions. We now provide a technical overview
of these state-of-the-art methods.
Authors rarely target one of the three research challenges outlined above
without also considering the two others. For example, when Overbeck et
al. [71] present their new solution designed for enhanced realism, they also
explain how it was adapted to prevent added discomfort (by optimizing to
maintain low latency) and to ensure usability by content creators (by reducing capture and processing times). As a result, we deem it more interesting
not to organize our analysis of existing solutions in a way that would separate these considerations.
Instead, we propose to structure this analysis based on the distinction
between two categories of elements, namely background environments and
foreground objects. In a few words, we define background environments as
the elements of the scene that provide context by surrounding the viewer
in all directions yet are beyond the user’s reach, while foreground objects
are located within a close volume where they can be interacted with and
observed from all sides. We argue that there is a clear difference in the
way these two categories of objects are handled in the literature, an argument which we develop in the following paragraphs by examining how the
challenges of comfort, realism, and convenience are typically approached in
each case. Finally, we discuss a question that has been at the forefront of
many recent works focusing on photorealism, in the case of both foreground
and background elements: namely, we examine the development of novel
VR-capable methods for rendering view-dependent visual effects.

2.3.1

360° backgrounds with motion parallax

Most of the use cases of image-based VR rely on the ability to transport
the viewer into a virtual world generated from the input set of photographs.
This virtual background environment typically surrounds the user in all
directions, and is designed to strengthen place illusion by providing visual
context. It is generally not designed to be approached closely by viewers,
but should remain accurate enough to give users the impression that they
have indeed been transported to the captured location.
A common low-cost method for generating such an image-based background is to capture and render a 360° photograph. Indeed, the past decade
has seen the rise of small, low-cost, and lightweight spherical cameras, capable of capturing 360◦ ×180◦ images and videos at the click of a button
[62]. This has encouraged wide adoption of consumer-grade 360° capture
devices by both professionals and everyday creators, promoting the use of
360° images (typically in the equirectangular or cubic projection formats)
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Figure 2.12: Examples of image-based backgrounds. Left: 360° video sphere used as a
background for an interactive experience (screenshot of the supplementary video by Rhee
et al. [80]). Right: reconstructed 3D mesh that can be explored as an environment in
SteamVR Home (image from a related blog post [161]).

as a means to create virtual environments for VR. This solution is indeed
practical because it is video-capable, can be captured and rendered easily,
and contains all of the surrounding visual information for a given viewpoint
in a compact image format.
However, a crucial shortcoming of this approach is that consumer-grade
360° cameras do not capture the scene’s geometry, restricting the accuracy of
the captured data to a single point: if tracked head motion enables viewers
to move beyond this point, then the rendered views will lack accuracy in
terms of parallax. As discussed earlier, this is likely to cause discomfort
during room-scale motion.
Therefore, a research avenue that has gained traction in recent years is
to explore alternatives to 360° image spheres that provide accurate motion
parallax, so as to reduce the potential for discomfort during head motion.
To achieve this, i.e. in order to provide the feeling that the scene’s geometry
reacts accurately during motion, the most popular approach is to rely on the
estimation of an underlying geometric proxy for the virtual environment.
Consequently, we now discuss how such solutions have been presented in
the literature, in two categories: those that enhance 360° image data with
estimated geometry, and those that rely instead on multi-view capture with
standard cameras to automatically predict this geometry.
Enhancing 360° image data with depth
The ability to capture entire surroundings in a single shot has encouraged
a wide array of researchers to focus on 6-DoF VR representations that take
as input a single 360° image stream, typically as a photograph or video
projected in the equirectangular format.
In order to provide motion parallax, each of these 360° equirectangular
images thus has to be enhanced with added geometry. Because geometry is
only relevant where there is visual information to display, a compact way
of doing so is to create a 360° depth map for each image, i.e. to create
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a corresponding set of images that specifies, for each pixel in each input
photograph, the real-world distance that separates the camera from the
surface element depicted within this pixel.

Figure 2.13: Examples of captured panoramas and corresponding depth, in the equirectangular projection. Depth is represented using color maps [66] that enable easy visualization.
Images respectively by Sayyad et al. [84] (top) and Pozo et al. [76] (bottom).

Creating and estimating 360° geometry
This geometric information can be obtained in a number of ways.
At acquisition, laser scanners [9] and professional stereo and 6-DoF 360°
camera rigs [71, 76, 90] can be leveraged to capture relatively accurate estimates of the scene’s depth along with the color data. However, such systems
are too expensive to be used at the everyday consumer level [62].
As an alternative, geometry can also be created for little to no cost by
way of manual and guided semi-automatic methods. For example, Sayyad et
al. [84] describe an interface by which users can manually add geometry to
360° images by modeling it directly in virtual reality, using natural interaction schemes such as positioning objects by hand in 3D space. The interface,
implemented as a package for a popular game engine, thus provides several
modeling and rendering tools, for instance leveraging computer vision methods (such as edge detection in the input image) to guide the user during the
modeling process. The authors explain that a good estimate of a scene’s geometry can be obtained in about 20 minutes using this interface. Similarly,
360° depth maps can be manually created using desktop-based commercial
editors such as everpano [124], designed for creating virtual tours in which
viewers can navigate in-between captured spherical viewpoints.
In contrast with these manual approaches, other works also describe fast
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and fully automatic pipelines for estimating a dense depth map from a single
image. For example, Zioulis et al. [116] present and make available online a
deep learning model for 360° depth estimation, trained in a supervised manner on a large number of omnidirectional indoor scene images with ground
truth depth. Wang et al. [108] similarly present a neural network for generating 360° depth from a single image, designed to mimic both the peripheral
and foveal vision of the human eye and combine the two components using
a bi-projection fusion method. Such models can enable generating complex
geometry in very short times. However, they are likely to work well only for
scenes relatively similar to those in the training datasets, and are currently
more error-prone than approaches that rely on human input.

Figure 2.14: Different methods for generating geometry from a single 360° image. Top:
a VR interface for modeling 360° geometry (screenshots of the supplementary video by
Sayyad et al. [84]). Bottom: photograph, ground truth depth, and predicted depth generated by a specialized convolutional neural network (images by Zioulis et al. [116]).

Rendering 6-DoF representations
Once a 360° depth map is generated, one has to transform it into a
3D representation positioned in the virtual environment, and to render this
representation for the viewer.
To do so, a first option is to directly project the image’s pixels into 3D
space based on the corresponding depth values, by representing these pixels
as 3D points colorized with the values of the input panorama: in this way,
the depth map is represented as a point cloud, and can be rendered efficiently
for VR using dedicated point cloud rendering algorithms [104]. Point clouds
are particularly suited for rendering live input streams, e.g. for 6-DoF VR
conferencing [35]. However, when a meshing process can be achieved within
reasonable time frames, simplified 3D meshes may be preferred over highdensity point clouds, notably in order to reduce latency for VR [26, 70].
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Therefore, as an alternative, one can instead estimate a meshed surface
that fits the geometric data described by the 360° depth map. For instance,
several examples are provided in the documentation of the panoramic image
viewer krpano [136] that demonstrate how 360° photographs and corresponding depth maps can be rendered to enable 3D navigation and viewpoint
transitions. In the literature, authors have also demonstrated advanced
solutions for providing motion parallax by meshing 360° color and depth
(RGBD) videos: Serrano et al. [90] thus propose an automatic solution for
transforming an RGBD video panorama into a 3-layered mesh representation, with a dynamic foreground layer and two static background layers,
relying on view-dependent opacity to render motion parallax within a viewing radius of up to several tens of centimeters.

Figure 2.15: Examples of different methods for representation and rendering. Left: massive point cloud visualization in virtual reality (screenshot of a video presenting Light
& Shadows’ Interact [138]). Right: rendering for 6-DoF VR using multi-layered meshes
(screenshot of the supplementary video by Serrano et al. [91]).

Visual artifacts at occlusion boundaries
Methods that render scenes from a single 360° color and depth pair are
bound to generate visual artifacts at object edges during 6-DoF motion.
Indeed, surfaces that were not captured in the source image should appear
as soon as the viewer moves away from the center of capture, because foreground objects that had occluded the background for the source camera
are now displaced to provide motion parallax, supposedly revealing what is
behind them. Yet because these disoccluded regions were not captured in
the source image, visual information has to be estimated from the limited
existing data: this invariably generates incorrect information.
Several types of visual artifacts thus commonly appear at so-called occlusion/disocclusion boundaries [42, 90]. If the depth map is meshed in a
way that connects foreground and background by creating triangles in these
regions, then this generates long, stretched triangles [71, 72, 90], sometimes
termed phantom surfaces [46] or rubber sheet artifacts [10, 72]. Alternatively,
if these stretched triangles are detected [72] and removed, holes appear at
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occlusion boundaries [42, 46, 90], which is also an issue. To reduce the visibility of these holes, authors thus frequently smooth depth at their edges
[42], and apply inpainting strategies to blend neighboring color values to
display a plausible background in their stead [90].

Multi-viewpoint 360° capture
Many of the aforementioned works describe methods applied to image
data captured using a 360° camera in a single location. This is because cinematographers often capture omnidirectional video from a single viewpoint,
e.g. using a tripod positioned in the center of the space, before moving on
to another scene. Indeed, there is often no need to move the camera as it
already captures the scene in all directions [76], and it may be wise not to
move it during capture so as not to cause additional motion sickness [109].
However, in the search for 6-DoF solutions, several researchers have also
examined the potential benefit of using a 360° camera that is moved to
multiple viewpoints during capture, relying on the added data to render
novel images as the viewer moves around. For example, Huang et al. [44]
thus describe a solution for recovering depth and camera poses from an
input 360° video captured using a moving camera, making use of a custom
structure-from-motion and dense reconstruction pipeline tailored to work
with omnidirectional inputs. The authors then propose to render novel views
for each eye by deforming the projected images based on the recovered depth
using a spherical warping algorithm. To ensure high framerates for VR, the
algorithm is performed on the GPU in a compute shader, and is applied
only to the zone of interest of the panorama (i.e. the area currently being
looked at) instead of the entire image. The resulting 3D representation can
then be used to virtually stabilize the video to a fixed viewpoint during
playback, by synthesizing novel views from this viewpoint. In the same way,
Bertel et al. [6] demonstrate a system by which a consumer-grade spherical
camera is mounted on a rotating stick to capture multiple 360° viewpoints in
less than 10 seconds. From the multi-viewpoint data, they then apply viewdependent flow-based blending with a deformable sphere proxy to synthesize
photorealistic novel views within a viewing volume with a 1m diameter.
Investigating a related question, MacQuarrie and Steed [59] also rely on 360°
data captured from multiple viewpoints, to study the perceptual impact of
different types of transitions between viewpoints. In this way, they compare
three transition types - the instant transition to another viewpoint, one
which relies on a 3D reconstruction of the captured scene, and another
based on an image-based effect not reliant on underlying geometry -, and
lead a user study to analyze viewers’ response to these transitions in terms
of spatial awareness, sickness, and preference.
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Creating 3D backgrounds from multi-view perspective data
In the previous paragraphs, we have discussed how 360° image data, captured from one or multiple viewpoints, can be enhanced in order to generate
background environments that seem visually accurate even when moving
within a relatively large range of viewing. However, this is not the only
way of creating 3D image-based backgrounds for VR. Indeed, if multiple
viewpoints are to be explored virtually, then the input images can also be
captured themselves from multiple viewpoints, in which case overlapping
sets of perspective photographs can be combined to completely fill the immersed viewer’s field of view. Therefore, a second research avenue focuses on
developing solutions that build on multi-view data captured using non-360°
cameras. The photographs can be acquired using cameras arranged on a
rectangular grid [155] or semi-circle [10], in which case viewing the rendered
environment will be akin to looking outside a window onto the world. More
commonly, they can also be captured on an outward-facing sphere or cylinder, in which case users will perceive a visual world that seems to completely
surround them [71, 76]. In each case, because the surrounding background
is acquired by cameras looking outwards towards the scene, i.e. for which
the optical axes intersect behind the camera centers (or are parallel), this
type of capture is often referred to as being inside-out [42, 71, 76, 81].

Figure 2.16: Inside-out multi-view capture: an alternative to single-viewpoint 360° capture
for creating background environments for virtual reality. Images respectively by Pozo et
al. [76] (left), Overbeck et al. [71] (center), and Broxton et al. [10] (right).

Adapting 3D reconstruction to create background meshes
Most processing and rendering approaches that build on multi-view perspective capture are similar in spirit to those we discussed in the case of
single-viewpoint 360° image-based solutions: a 3D representation is first
generated by estimating underlying dense geometry, then rendered using
the color information contained in the input images. However, because the
source cameras have a limited field of view, multiple overlapping images
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necessarily have to be acquired, and as a result geometry can much more
consistently be estimated by leveraging and adapting standard, fully automatic 3D reconstruction approaches. Based on sets of photographs captured
around a given viewpoint, consumer-grade photogrammetry software [117,
122] can thus be used to create entire 3D scenes for VR. Comparisons of such
workflows can be found in literature reviews such as the one by Rahaman
and Champion [78]. Practical tutorials can also be found in online guides
such as the Unity Photogrammetry Workflow [137].
That being said, 3D reconstruction is generally more robust and accurate when the photographs look towards an object captured from multiple
different angles, rather than when cameras are panned in an arc around a
single viewpoint [40]: in other words, standard photogrammetry was not
designed for inside-out capture setups. For this reason, most approaches
do not recreate background environments based on photographs captured
using an inside-out camera layout. Instead, it is more common to individually capture each object that is part of this environment, e.g. by placing
the object at the center of a dedicated camera setup designed to capture it
from multiple directions. The reconstructed objects can then be virtually
re-positioned to recreate the original scene [137, 99].
Nonetheless, replicating a complete 3D scene from inside-out multi-view
capture does remain possible, by adapting the reconstruction and rendering
methods. For example, to transform casually captured photographs of a surrounding scene into 3D environments for VR with motion parallax, Hedman
et al. [40] thus present novel algorithms capable of more consistently and accurately transforming the initial geometry obtained as a result of off-the-shelf
sparse reconstruction methods into dense 3D models. From the resulting
color images and estimated per-view depth, the authors thus demonstrate
how to create a two-layer panoramic mesh representation, capable of filling
the view in all directions (without gaps), and of providing plausible motion
parallax for 6-DoF VR viewing within the capture volume. Similarly, Overbeck et al. [71] present an inside-out multi-view acquisition system that uses

Figure 2.17: Example of a 3D background mesh built using multi-view capture and automatic reconstruction methods (screenshots of the supplementary video by Hedman et al.
[40]). Left: bird’s eye view. Right: view from the center of the mesh.
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a rotating arc of cameras to capture real-world scenes as seen from within a
spherical volume surrounding the central capture viewpoint, for which they
reconstruct simplified per-view geometry by implementing, adapting, and
combining several state-of-the-art 3D reconstruction algorithms. A similar
depth estimation and 6-DoF 360° rendering pipeline was also recently described by Pozo et al. [76], presenting an end-to-end approach as well as a
custom-built 16-camera system designed for commercial use.

2.3.2

Interactive 3D foreground objects

The issue of generating geometry takes a slightly different form when moving from background environments to consider instead foreground objects,
i.e. virtual elements that viewers can move arbitrarily close to, and can
be observed from the outside looking in (i.e. navigated around). Foreground objects are complementary to background environments: their role
is often to be the centerpiece of the application, to be acted upon, to attract the viewer’s attention. Therefore, because they can be approached
closely and potentially interacted with, the geometry and visual appearance
of foreground objects are often recovered with care, to be rendered with
great detail. Single-viewpoint 360° capture thus seems much less relevant
in this context, and multi-layered depth-based meshes are often disregarded
in favor of simple 3D models obtained by photogrammetry that can easily be textured, shaded, animated, and collided with. Consequently, the
focus mostly shifts towards obtaining simple, high-quality 3D models from
multi-view image sets, with the goal of giving life to interactive scenarios.
Therefore, we now discuss the different solutions that authors have de-

Figure 2.18: Examples of foreground objects in image-based VR experiences. Left: interactive virtual reality character, obtained via volumetric capture (screenshot from the
trailer for Blade Runner 2049: Memory Lab [147]). Center: strata measurement activity
during a VR field trip, using a 3D reconstructed rocky outcrop model (images by Zhao et
al. [113]). Right: photorealistic replicas of cultural heritage items, recreated in VR using
view-dependent image-based rendering methods (images by Chen and Rosenberg [15]).
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veloped in order to create high quality, interactive 3D foreground objects. In
particular, we provide details on existing approaches for recreating humans
as realistic avatars and virtual agents in VR.
Creating interactive 3D models
If accurately replicating background environments is no easy task, doing
the same for foreground objects seems even more daunting. Indeed, if the
virtual replica is to be viewed from up close, then small inaccuracies in its
appearance will be even more visible to the viewer. Moreover, if it is to be
manipulated, the boundaries of the object have to be recovered clearly, in a
way that enables acting upon it independently from its surroundings. These
are significant added constraints for the virtualization process.
However, because the objective is not to fill the user’s field of view but
to replicate a specific object, these constraints are made more manageable
by the fact that the input photographs can be focused on the much smaller
zone of interest that is the surface of this object. Indeed, in most cases
the captured item is small enough that it can be placed at the center of a
surrounding array of cameras, which enables reconstructing the object independently from its environment, and with more visual and geometric accuracy. In particular, standard structure-from-motion approaches are based
on finding feature correspondences between images, meaning that more robust and accurate 3D reconstruction can be obtained if a larger number of
cameras have more important areas of visual overlap (i.e. capture the same
features) [86]. Furthermore, capturing the same point from a large number
of different angles enables more accurately rendering specular effects: for example, Chen and Rosenberg [15] present an improved method for recovering
high-resolution view-dependent texture maps from color and depth data of
an object captured from different surrounding viewpoints, designed to create more photorealistic virtual replicas for viewing in head-tracked virtual
reality displays. Such examples thus demonstrate how outside-in [17, 81]
multi-view capture, where the optical axes of the source cameras intersect
somewhere near the object of interest, can be used to reconstruct a wide
variety of objects, ranging from pinecones [137] and small works of art [15]
to people [17] and even large scenes with multiple actors [132].
Making the objects interactive
Reconstructed 3D objects can then be made interactive in various ways.
Perhaps most notably, authors regularly animate reconstructed objects, and
enhance them with boundary information so that they can be acted upon
(e.g. selected and moved). For example, the Hold the World [146] VR
experience includes animated 3D reconstructions of various specimens in the
Natural History Museum’s collection, such as the skeletons of a stegosaurus
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Figure 2.19: Outside-in multi-view capture: one of the most common ways of creating
foreground elements for VR from real-world objects. Left: capturing a pinecone from
multiple viewpoints to perform 3D reconstruction (image from the Unity Photogrammetry
Workflow [137]). Center and right: outside-in volumetric capture of people using dedicated capture studios (screenshots from the websites for Microsoft’s Mixed Reality Capture
Studios [142] and Intel Studios [132]).

and pterosaur, that come to life to illustrate how the animals must have
walked and flown. These 3D models, reconstructed using photogrammetry,
can be picked up, rotated, and enlarged by the viewer, thereby providing
a degree of interactivity unrivaled by any physical exhibit (where rare and
fragile specimens cannot reasonably be given for visitors to interact with).
In some cases, it may also be interesting to display the virtual replica
under different lighting conditions, e.g. if it is to be used as an asset for
a VR game. In their photogrammetry guide, Lachambre et al. [137] thus
describe how de-lighting tools can be used to process textures created by
photogrammetry to remove the captured illumination, so as to obtain more
photorealistic visuals when applying virtual lighting to the reconstructed
object. Likewise, Guo et al. [36] present a volumetric capture system for
recreating people in a way that enables them to then be rendered interactively under novel lighting conditions. The system is composed of a large
number of LED lights, high-resolution cameras, and depth sensors, and thus
ultimately enables the creation of photorealistic relightable meshes of humans in motion. Conversely, the captured illumination from an image-based
background can be converted into a digital light source to re-light virtual
objects: for example, Rhee et al. [80] describe a novel image-based lighting
system for realistically compositing 3D models into live 360° videos by extracting the illumination captured in these videos. In this way, image-based
foregrounds and backgrounds can be convincingly combined into a single
experience, with the latter providing the light source for the former.
Making outside-in 3D reconstruction more convenient
Authors also regularly demonstrate new ways of making these processes
more practical, thereby providing content creators with improved tools.
In particular, the high framerates recommended for comfortable VR
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Figure 2.20: Towards accessible tools for recreating 3D objects. Left: documentation
website of the COLMAP project [86, 87] (screenshot of https://colmap.github.io/).
Right: website presenting the work of Wu et al. [112], that makes available their code and
pre-trained model (screenshot of https://elliottwu.com/projects/unsup3d/).

viewing require the reconstructed object to have low polygon counts, especially if the application creator wishes to target low-end immersive systems
with less computing power. To make this possible, researchers regularly
develop tools for mesh retopology and simplification, i.e. for rearranging
and removing polygons so as to simplify the object while maintaining its
overall geometric appearance. For example, Jakob et al. [45] present a novel
remeshing method designed to produce 3D models with higher isotropy and
better alignment of polygons to shape features, which they demonstrate on
several mesh datasets and make available as an open-source interface called
Instant Meshes. The method is able to process inputs with millions of triangles in matters of seconds, and interestingly also includes an optional manual
process, by which users can interactively apply brush strokes to refine the
created model. When designing novel pipelines for digitizing dynamic realworld objects for augmented and virtual reality, researchers thus often place
great focus on developing better methods for reducing mesh complexity, efficient mesh simplification being regarded as one of the key challenges for
the field [17, 26].
Before looking to simplify polygon meshes, there also have to be available
tools capable of generating such 3D models from input sets of photographs.
Consequently, academic research has also focused on making state-of-the-art
3D reconstruction methods accessible to a greater audience. For example,
Schönberger et al. make their advances on image-based sparse [86] and dense
[87] reconstruction available online as the open-source COLMAP toolkit, for
which they provide documentation and a graphical user interface. Similarly,
large free and open-source 3D reconstruction projects such as the Meshroom
software [117] (based on the AliceVision framework) result from collaboration between many actors in both academia and industry, with the goal of
providing algorithms and interfaces for multi-view reconstruction that are
accessible, robust, and easy to use.
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Concurrently with standard multi-view 3D reconstruction, researchers
are also increasingly making available pre-trained deep learning models for
estimating 3D virtual objects from small numbers of input photographs.
Recent examples include the work of Wu et al. [112], in which the authors
present an unsupervised learning algorithm capable of generating a textured 3D mesh from a single photograph of a relatively symmetrical object
(symmetry being common in many animals and hand-crafted items), leveraging this expected symmetry to accurately recover material and geometric
properties. They demonstrate the method on several image datasets containing objects such as human faces and cars, and make available their code
and pre-trained model in an online repository. In the same way, Li et al.
[56] present a physically-based deep network for reconstructing accurate 3D
models of transparent objects from less than a dozen images, for which the
authors publicly release code and data. Therefore, by making these pretrained models accessible online, the authors thus enable researchers and
content creators from different fields, including the field of VR user experience, to make use of deep learning methods to easily recover geometry and
texture information from small sets of images, which comes as an interesting
complement to the multi-view reconstruction tools described above.
3D humans: recreating people in virtual reality
Like other foreground objects, people can be captured using outside-in camera rigs and reconstructed from the multi-view image sets [17, 26, 70], or, as
has recently been a point of focus, can be recreated digitally from a single
image using learning-based methods [1, 2, 47]. We notably refer readers to
the publication by Alldieck et al. [1] for a recent discussion of fully automatic
methods for estimating 3D virtual avatars from monocular images.
Yet, among the different objects that may be captured, reconstructed,
and rendered for 6-DoF VR, people are in fact a special case. Indeed, the
appeal of social virtual reality experiences, such as guided virtual tours
and 3D telepresence applications, has encouraged researchers to pay specific
attention to the problem of accurately replicating the appearance of human
beings [81]. There is also specific focus on people in computer vision research
for many applications outside of VR, leading to an increase in our ability
to estimate human pose and shape from only a limited number of images
[34, 47]. Furthermore, the question of the perception of digital humans is
particularly important, because the human eye is used to recognizing people,
and users thus have high expectations for reconstructed 3D characters [27].
More realistic avatars have thus often been found to elicit a stronger sense
of body ownership [4, 54], and more realistic agents to be more visually
appealing [115] and elicit a higher sense of social co-presence [54], although
”uncanny valley” effects (by which added photorealism may in fact cause
unease) may be encountered when attempting to recreate realistic human
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Figure 2.21: Investigating how to generate 3D humans for virtual reality and how these
characters are perceived by end-users. Top: evaluating the accuracy with which viewers
perceive the eye-gaze direction of a volumetrically captured avatar (image by MacQuarrie
and Steed [60]). Bottom: pushing the boundaries of our ability to generate photorealistic
3D characters from a small number of photographs (image by Alldieck et al. [2]).

faces [85]. Creating compelling 3D agents is thus a difficult feat, but also
one which sparks great interest and is a very active field of study.
Challenges and opportunities linked to creating digital replicas of people
The focus on digitizing people currently provides several opportunities
and challenges.
Most notably, the shape and anatomy of people has extensively been
studied and recorded. Therefore, we can today build on increasingly precise and adjustable models of the human body, which can be leveraged to
estimate complex 3D humans from photographs by estimating only a small
number of parameters. For example, a popular such model is the Skinned
Multi-Person Linear (SMPL) model described by Loper et al. [57], which is
based on a large dataset of human shapes and poses, is explicitly designed
to be compatible with existing rendering engines, and is made available for
research purposes. Many learning-based approaches thus use these models,
as they provide a common structure and make the task of human shape,
pose, and texture estimation far easier to parameterize [1, 34, 47]. However,
these models are far from exhaustive, and still have to be improved to take
into account fine details such as clothing wrinkles [2, 36].
A related opportunity is our increased ability to describe human pose
and thus convincingly animate 3D humans to provide them with reactive
behavior. For example, Eisert and Hilsmann [27] present an end-to-end
pipeline for creating animatable volumetric video of people for VR, that enables adding interactive animations to both the agent’s body pose and facial
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expressions. In the case of autonomous agents, the challenge here remains
to create convincing animations, that help viewers perceive the 3D character
as a compelling presence [33]. Complementarily, enabling precise animation
in the different joints of the 3D body may be particularly important if the
recreated mesh is to be used as an avatar, as animations that more accurately mimic one’s own motion have been shown to be an important factor
of users’ preference for one avatar over another [32] and for eliciting a strong
sense of agency (the sense that one effectively controls the virtual body) [4].
The field also raises several additional challenges. The recovered color
information has to be high-resolution and high-fidelity: indeed, it is often
important that characters recreated from real people be recognizable as these
people [146], and in the case of avatars the realism of the rendered body has
been shown to be an important factor in eliciting a strong sense of ownership
(the sense that the virtual body is the source of the experienced sensations)
[4, 54]. Additionally, for most applications, humans have to be rendered in
motion, meaning that the capture, representation, and rendering methods
have to be dynamic, which is no easy feat [17, 36]. Finally, in the case of
autonomous agents, a high bar has to be reached for viewers to perceive
the character as a social being: the quest for photorealism thus has to be
complemented with the study of the visual cues that provide the illusion of
human behavior.
Creating responsive, social agents for VR
Achieving convincingly responsive agents is no easy feat. Because the input data consists essentially of photographs, one critical issue is that during
capture one can only acquire a finite number of pre-determined responses,
whereas real social interaction implies the ability to constantly respond to
the other’s presence and actions in an adapted way. When rendering a
3D human, additional responsive behavior thus has to be implemented to
enable the virtual body to convincingly react to the presence of discussion
partners [33], who, if they are immersed viewers, may be free to move around
and attempt to interact with the scene. Additionally, if the tracking hardware does not enable copying viewers’ responses to social interaction onto
their avatar, e.g. to replicate gaze direction and facial expressions during a
discussion, these may also have to be added synthetically - though recent
research shows promise towards the effective rendering of users’ faces in VR
[110]. All of these questions are important in the sense that they have to be
studied alongside the choice of reconstruction and rendering methods, because responsive behavior requires the underlying 3D representation to be
sufficiently flexible that the corresponding animations can be implemented.
By complementing photorealism with real-time responsiveness, we are thus
much more likely to be able to give 3D humans a lifelike feel.
Among the different visual cues, gaze behavior is particularly studied in
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the literature. Mutual gaze (between the user and the virtual agent) has
notably been underlined as a crucial factor to increase perceived responsiveness and feeling of co-presence [33, 50, 52]. Joint gaze (towards an object)
was also shown to have a positive impact on user preference [50]. Extending
gaze with specific facial expressions can also modify users’ perception of the
agent [8]. Additionally, interpersonal distance (between user and virtual human) is another factor to keep in mind. Indeed, proxemics can be used by
virtual agents to elicit a feeling of intimacy, especially when coupled with
eye contact [52]. Inversely, they can cause feelings of unease if users perceive
an invasion of their personal space [5, 8].

2.3.3

Rendering view-dependent visual effects

Beyond recreating objects’ geometry and overall appearance, many authors
have also focused on pushing further our ability to render view-dependent
visual effects, in order to achieve higher levels of photorealism. Indeed, parallax (or the lack thereof) is not the only effect that becomes noticeable
during head motion: real-world scenes are often visually complex due to
the material properties of the different surfaces that compose them (e.g.
properties of transparency or specular reflectivity), and may thus exhibit
appearance changes that become apparent when moving in-between viewpoints. If the application’s goal relies on the virtual replica being visually
accurate - e.g. in VR museum tours, to ensure that viewers retain complete
information and are not misled by potential inaccuracies [37] - then these
view-dependent visual effects also have to be rendered in a convincing way;
and just as 3D reconstruction becomes easier when ground truth visual data
is captured from displaced viewpoints, so too does multi-view capture open
up the possibility of digitally replicating these captured effects.

Figure 2.22: Rendering captured view-dependent effects, such as reflections in a mirror or
highlights as light shines through a stained glass window, in virtual reality (screenshots
of the supplementary video by Overbeck et al. [71]).

2.3. ENHANCED SOLUTIONS TO TACKLE THESE CHALLENGES 55
Multi-view image-based rendering
We discussed earlier how a scene’s geometry can be estimated from photographs of this scene: this is because photographs capture the scene’s appearance, which itself depends on the underlying geometry e.g. with regard
to parallax and occlusions. Furthermore, to automatically recover this 3D
information, it is easier to rely on multiple images taken from different viewpoints, so as to be able to leverage geometry-based variations in appearance.
In the same way, photographs contain implicit information on the scene’s
material properties, and the data contained in images taken from multiple viewpoints can thus be combined to render high-fidelity novel views
in-between these viewpoints. This approach is the basis for more complex image-based rendering solutions, that are designed for generating highfidelity novel views of scenes that contain transparent or reflective items
such as glass and metallic surfaces. The overarching idea is to render novel
views by blending the data contained in the input images in an adaptive
way, based on the viewpoint to render to and the recovered scene geometry (if any) [11]. An overview of such methods can be found in the recent
analysis by Richardt et al. [81].
Consequently, many authors tackling ways of generating novel views from
multi-view image data also present novel rendering algorithms capable of displaying view-dependent effects. For example, Overbeck et al. [71] describe a
custom blending algorithm designed for effectively rendering captured viewdependent effects at framerates of 90 frames per second on entry-level immersive systems. The presented disk-based representation gives more blending
weight to input views that are more relevant for the current viewpoint, and a
two-pass shader algorithm is designed to enable low-latency rendering while
performing a custom form of depth testing to ensure higher visual accuracy.
The resulting environment thus provides viewers with accurate views up to
several tens of centimeters away from the central viewpoint, after which the
scene fades to black. In the same way, Hedman et al. [42] present a freeviewpoint IBR algorithm that aims to reproduce view-dependent effects at
high framerates. They rely on a combination of local and global geometry,
and use a specific tiling data structure that scales well with the number of
input images, to render novel views in real-time (between 40 and 60 frames
per second, depending on the number of images). The authors compare their
results with those of previous approaches and demonstrate their method on
several image datasets.
Visual artifacts and rendering speed
There are two main drawbacks to relying on view-dependent rendering methods instead of estimating a fixed texture map.
First, image-based rendering algorithms are likely to produce visual ar-
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tifacts that are particularly distracting when viewed in VR. This notably
includes ghosting artifacts [31, 42, 71], that occur due to inaccuracies in the
recovered geometry and cause the color of a first surface to be incorrectly
blended and appear onto a second surface. Ghosting artifacts may flicker
during head motion, and are thus potentially quite disturbing [71]. Other
visual artifacts include compression artifacts [10], linked to the necessity to
reduce the size of the input color data for storage and real-time fetching, as
well as color seams [39], resulting from the blending of images that capture
an object with different resolutions [11].
Second, image-based rendering algorithms are computationally expensive and thus likely to induce latency, which is an important issue with
regard to virtual reality [12]. View-dependent rendering methods designed
for VR are thus consistently optimized and evaluated based on their performance in terms of framerates [10, 42, 71].
As of today, the use of view-dependent image-based rendering thus presents
a risk in terms of viewing comfort. It may thus be better to discard highlights
if they cannot convincingly be reproduced [39], and to prioritize high framerates over increased visual accuracy. Nonetheless, state-of-the-art algorithms
do show promising results, and functional technical demonstrations of IBR
for VR have already been released to consumer audiences [130], encouraging
the research community to increasingly apply and study these methods.

Figure 2.23: Among the list of potential visual artifacts, Hedman [39] notably outlines
floating geometry, misaligned occlusion edges, foreground bleeding, color seams, and missing highlights (images from the same source, in which other examples are also shown).

Deep image-based rendering for VR: a new frontier
In addition to deterministic algorithms, many recent works have also increasingly given the spotlight to learning-based approaches. For instance,
in the year that followed the publications by Hedman et al. [40] and Overbeck et al. [71] discussed above, several of the authors of both of these
works participated in novel research investigating deep learning approaches
to image-based rendering based on convolutional neural networks [31, 41].
In a recent literature review, free-viewpoint rendering is thus cited as one
of the main applications of the use of deep learning to generate controllable photorealistic content from input sets of images [103], a field which the
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Figure 2.24: Examples of neural rendering for VR. Left: novel views obtained by rendering
a multi-sphere image representation generated by a deep network (screenshots of the
interactive viewer on the supplementary webpage by Broxton et al. [10]). Right: comparing
the output of a learning-based approach with that of standard IBR methods (screenshot
of the supplementary video by Hedman et al. [41]).

authors of the review refer to using the keyword neural rendering.
Examples of neural rendering applied to free-viewpoint view synthesis
notably include work by Mildenhall et al. [64], in which the authors demonstrate a deep network for estimating novel views from structured sets of
source images, that achieves real-time rendering on desktop and mobile platforms at speeds of respectively 60 and 30 frames per second. The proposed
network is designed based on the multiplane image representation [114],
which is also used by several other recent models for real-time view synthesis, such as the DeepView model [31]. Alternatively, Hedman et al. [41]
propose using a deep neural network only to estimate the blending weights
of image-based rendering algorithms, the rendering itself being done using
standard warping from per-view depth maps; the authors’ proposed method
achieves framerates of over 30 frames per second on sample image datasets.
However, neither of these works explicitly target immersive systems, and
the presented framerates and output image resolutions seem to indicate that
they are not yet VR-compatible.
In fact, virtual reality appears to remain a new frontier for deep neural
rendering models: finding reproducible ways of reaching this target will
require developing novel ways of increasing both the models’ rendering speed
and the resolution of the synthesized view. That is not to say that significant
strides have not been achieved towards achieving this goal, and some recent
works do indeed explicitly use deep learning-based view synthesis for 6-DoF
VR rendering. The most notable example of this approach is the work of
Broxton et al. [10], in which they present a system capable of rendering 6DoF volumetric video in VR within a viewing volume 70cm wide. To achieve
this, the authors adapt the deep network presented by Flynn et al. [31] to
generate multi-sphere images adapted for immersive viewing with large fields
of view, and describe an algorithm for converting this novel representation
into a multi-layered mesh, that can be rendered at interactive speeds and
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can effectively provide a sense of motion parallax within the viewing volume.
Nonetheless, this example is the exception rather than the norm: much
progress still has to be made before high-resolution, low-latency, learningbased methods become attainable by a wide audience of researchers.

2.4

Conclusion

In this chapter, we first provided an overview of the use cases of image-based
VR, primarily outlining applications in the fields of education and entertainment. Second, we analyzed the evaluation methodologies of existing works
to expose three key research challenges, namely viewer comfort, photorealism, and convenience for content creators. Third, we reviewed the different
solutions put forward in the literature to tackle these challenges, underlining differences between background and foreground creation pipelines, and
providing an analysis of view-dependent image-based rendering solutions.
In the following chapters, we now build on this analysis in several ways.
We keep at heart the three research challenges outlined above, and thereby
consistently design and evaluate our successive studies based on questions
of comfort, realism, and convenience. We also look to build upon, combine,
and evaluate existing state-of-the-art solutions, in the application contexts
that seem most relevant. In chapter 3, we thus study the question of comfort
in static image-based backgrounds created from 360° photographs, thereby
looking to enhance a convenient solution to make it more comfortable during
head motion. In chapter 4, we extend this approach to dynamic scenes
and the creation of foreground elements, leading us to investigate methods
for generating realistic, responsive 3D virtual agents from 360° videos. In
chapter 5, we then go beyond single-viewpoint 360° capture to consider
multi-view solutions and view-dependent image-based rendering: we analyze
that a key issue in this field is accessibility, and thus design and evaluate
a convenient interface for rendering captured view-dependent effects in VR.
In chapter 6, we apply the developed interface and a custom-built multicamera rig to recreate a real museum in virtual reality: we then leverage
the captured data to lead a user study in which we investigate viewers’
perception of photorealism in image-based VR environments. Finally, in
chapter 7, we conclude this manuscript with an analysis of our contributions
to the field, structured around the three objectives we outlined in chapter 1.

Part II

Our research work
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Chapter 3

Motion parallax from a
single 360° image
3.1

Overview

We decided to start our investigation by tackling the problem of creating
comfortable image-based background environments. Our research question
was as follows: to what extent do users perceive 360° image-based scenes that
provide more accurate parallax as being more comfortable during motion?
We thus aimed to compare viewers’ response to different levels of accuracy in
terms of parallax, using increasingly precise levels of geometry (necessarily
acquired through increasingly costly or time-consuming processes). We also
aimed to study this question under different viewing conditions, specifically
placing viewers either in a seated (only head rotation) or standing (roomscale motion) condition.
In a few words, we thus present in this chapter an investigation into the
extent to which more accurate geometry in 360° image-based scenes results
in a more comfortable experience for viewers. Given the convenience and
popularity of consumer-grade mono 360° capture systems, we were specifically interested in simple, low-cost solutions for enhancing a single 360°
photograph with depth data. Therefore, we start this chapter by presenting
our work on designing a VR interface for manual depth estimation, that
is based on leveraging a human operator’s intuitive understanding of the
nature and layout of objects in 360° images to add depth information. We
also describe the simple meshing process we implemented for transforming
the resulting 360° color and depth image pair into a 3D virtual environment. Then, we present the user study we led to evaluate users’ perception
of these depth-based virtual environments, using different levels of depth
accuracy and different viewing conditions. Finally, we conclude the chapter
by a discussion of the study results and possible paths for improvement.
61
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Figure 3.1: Left: the virtual reality interface for manual depth estimation. Right: a depth
map created using this interface, and the resulting meshed environment [19].

Research contributions
Our main research contribution is to provide an evaluation of the extent
to which 360° depth-based representations can enhance perceived comfort
under different conditions. From the results of this study, we then discuss
potential guidelines as to the levels of depth accuracy that may be best
suited for viewing in either a seated or standing position. Additionally, we
demonstrate how a 360° color and depth image pair can be used to create
a virtual environment that provides viewers with plausible parallax within
a small range of head motion. We also discuss how to implement a virtual
reality interface for easily generating the required depth information from a
single 360° image.

3.2

An interface for adding 360° depth in VR

3.2.1

Leveraging human comprehension of 360° images

As discussed in our analysis of related works, 360° background spheres may
be perceived as a source of discomfort when the viewer moves, because these
spheres cannot provide a plausible sense of motion parallax and may thereby
cause a discrepancy between the visual and vestibular systems. Therefore,
because humans comprehend the nature and layout of the objects in the
360° scene, they expect these objects to be displaced in a certain way during
motion - and are disturbed when this is revealed not to be the case. This
underlines the fact that there are other depth cues in a 360° photograph that
humans intuitively understand, and that are inconsistent with the provided
parallax, causing the discrepancy between expected and perceived depth.
We now discuss how these cues can in fact also be used to add geometric
information to the scene and thereby address the lack of motion parallax.
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63

Perception of space from a photograph
Photographs can naturally be comprehended by human viewers - excluding the rare cases where they are taken in a manner designed to trick the
human visual system, or represent objects that the user is truly unfamiliar with. Any viewer can thus extrapolate from a photograph the relative
positions, orientations, and sizes of the captured objects. This includes a
natural comprehension of:
• Which parts of the image represent visual data of the same object.
• Which objects are connected to each other, i.e. have surfaces that
meet (e.g. are next to or on top of each other).
• Which objects are at the front of the scene and which are at the back.
In this way, Cutting [18] describes nine sources of information by which
one can perceive depth in a photograph. Among them, motion parallax
is a particularly prominent cue for distances up to dozens of meters. Yet
other cues also exist [18, 43], such as occlusion, height in the visual field,
relative size, and light and shadow distribution, that automatically provide
users observing the photograph with a sense of the scene’s layout. These
are static, monocular depth cues [43]: they provide observers with a sense of
depth even when looking at the scene ”without moving” and ”with only one
eye open” (as is the case when looking at a single photograph). Therefore,
using such cues, viewers already have a good idea of the scene’s layout simply
by looking at the single photograph.
At a higher level, semantic understanding of the image’s contents is also
naturally used by observers to understand the scene presented to them. For
instance, a bird may be expected to fly above the ground, while a house
is much more rarely seen flying away. Semantic information thus helps
understand the layout, shape, and size of the different objects in the scene,
and can also be leveraged to estimate accurate depth from the photograph.
Semi-automatic 2D-to-3D
Several authors have shown how this ability to understand the contents of
a photograph can be leveraged to semi-automatically estimate the captured
scene’s geometry in order to enable its visualization as a 3D object [51, 84].
Such a process can be done with the use of a depth map, through which
the scene’s geometry is first estimated in image space before being projected
into the 3D scene. In this case, the first step is to estimate the distance
from the camera to at least one point captured in the image. Based on this
distance, the depth of surrounding pixels can then be obtained by extrapolation, provided these pixels belong to the same continuous object or to
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connected objects. This process is typically the basis for semi-automatic
depth estimation interfaces in which users specify depth estimations via
scribbles of different colors on the depth image [51].
The depth map can then be projected as a 3D mesh using dedicated
depth-based meshing methods. For this to be done correctly, one has to
know the intrinsic camera parameters, notably field of view and distortion
coefficients, in order not to create a a 3D object that is incorrectly skewed
compared to the original scene. Additionally, in order for the mesh to have
the correct scale, it can be useful to know the ground truth distance from
the camera to at least one point captured in the image.
The advantage of working with 360° images
In the general case, intrinsic camera parameters and ground truth distance to at least one point are not parameters that humans can easily and
accurately estimate using only the photograph. However, this issue becomes
easier to resolve when working with 360° photographs. Indeed, by definition
the field of view of such images is known (fixed to 360° by 180°), and by
design 360° images are undistorted. In addition to this, such photographs
offer visual reference points in each direction, making it more likely that the
absolute distance to at least one reference point can be estimated accurately
(e.g. the distance between the camera center and the ground). The process
of transforming estimated depth into a 3D object is thus made easier when
working with spherical data.
Consequently, beyond being particularly relevant for rendering visual information for VR, 360° images are thus a particularly interesting input when
considering leveraging human perception to estimate accurate 3D information from a single image.

3.2.2

A protocol for 360° depth estimation

Given a 360° photograph, we propose a simple protocol to manually estimate
depth.
Going from the ground up
Let us suppose that the distance between the camera and the point on
the ground beneath it is known, e.g. the height of the tripod on which the
camera was placed during capture can be estimated. In one’s mind, one
can then easily extrapolate from this distance to determine the depth of
the surrounding area of the ground. Indeed, this area, at least within a
small range, is likely to be represented most accurately by some form of flat
surface, for the simple reason that a camera tripod is best positioned on a
stable, flat ground.
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Therefore, the pixels corresponding to this ground area can be filled with
relatively accurate depth values simply by positioning a virtual 3D plane
underneath this camera, oriented and scaled to extend towards the horizon
until the ground surface can no longer reasonably be considered flat.
Additionally, if the real distance between the source camera and the
point on the ground beneath it can be estimated, then depth can be assigned
absolutely, by positioning the virtual ground plane at the exact distance in
virtual 3D space. This absolute scaling factor helps ensure that the scale of
the generated 3D environment mesh appears accurate for the end-user that
will view it in a head-mounted display.
Visualizing as we go
It can be useful to visualize the result during the depth editing process,
e.g. here to verify that the created depth accurately models the ground
captured in the photograph. We propose to do so by instantiating the corresponding depth-based mesh (we describe the meshing process in a later
paragraph) into the scene, so that the 3D objects used to modify the depth
map can be placed relative to its surface. By updating this mesh every time
the depth map is updated, the color information is then seemingly projected
onto the 3D objects in the scene, and the operator can apply modifications
based on the result.
Applying this approach with the ground plane described above thus results in the depth-based mesh appearing as a 360° dome.

Figure 3.2: Left: from sphere to dome on an outdoors scene. Right: adding a ground
plane to obtain a dome in our VR interface.

Extending depth to connected surfaces
In the same way, because it varies continuously between connected objects, depth can then be spread to any surface connected to the ground.
While these other surfaces may not be represented accurately by 3D planes,
they are still likely to be composed of shapes that can be estimated by other
standard 3D primitives, e.g. spheres, cubes, or cylinders. Editing the depth
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map can thus be done in the same way by consecutively placing different
3D primitives into the scene.
However, for the borders of the depth projection to correspond neatly
to those of the real-world object, it may be necessary to refine this step
by specifying where these borders are. Namely, we propose applying image segmentation (either by hand or using specialized automatic methods),
and copying the depth data only onto the pixels specified by the obtained
segmentation mask.

Figure 3.3: Extending depth to connected surfaces using segmentation masks. Left: selecting the object. Center: adding depth by placing a 3D primitive where the object meets
the ground. Right: the mesh is updated with the added depth.

Since only flying objects are not connected by an unbroken path to the
ground, and since flying objects are rare (thanks to gravity), we can thus
hope to add depth to a majority of the objects in the scene.

3.2.3

A virtual reality interface

With this protocol in mind, we thus developed an interface for generating a
depth map from a 360° image by consecutively adding depth to the different
objects in the image via simple manipulation of 3D primitives.
Virtual reality for natural interaction
We chose to implement this tool as a VR interface. This is because
virtual reality allows for a very intuitive positioning of primitives in 3D
space: using our implementation, the content creator simply has to select
a segment of the image, choose a projection primitive (e.g. plane, cylinder,
sphere), and manually place the primitive in 3D space at the estimated
position for the real-world object. The depth map is then automatically
updated based on the scene’s geometry.
By adding projection primitives, the operator thus modifies the depth
map directly: the primitives themselves will not be stored after the editing
process, only the generated depth.
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What-you-see-is-what-you-get and different viewpoints
To provide operators with a comprehensible visualization of the depth
data they are generating, we render the resulting depth-based mesh in realtime using a custom vertex shader. The operator can thus see the applied
changes in real-time VR. Given that the underlying goal is to use the reconstructed environment for viewing in VR, this creation tool is thus practical
in that it generates a what-you-see-is-what-you-get output.

Figure 3.4: The VR interface was practical for both interaction and visualization.

For better editing, operators can observe the resulting mesh and place
projection primitives both from the outside-in (in which case the resulting
mesh is made intentionally much smaller, which is practical for coarse depth
estimation) and from the inside-out (in which case the resulting mesh surrounds the user at the final scale, which is practical for adding details and
correcting incorrect estimations).
For a typical 360° image, a satisfying result can be obtained in about 20
minutes with our interface, which is equivalent to the times given by similar
manual interfaces for geometry estimation [84].

3.2.4

A simple depth-based meshing process

Because our approach ultimately aims to create a 3D mesh that can be
rendered using the standard pipeline, we require a way to convert depth
information into a 3D mesh. Reciprocally, our editing process requires capturing 360° depth information from a 3D scene, in order to transform the
operator’s positioning of primitives into a single depth map. Therefore,
we now explain the processes we apply to convert between the depth map
and 3D mesh representations, and propose a visual analogy to more easily
conceptualize them.
Getting a depth map from the scene
To get a depth map from a virtual 3D scene, we can simply retrieve the
depth information used by the standard rendering pipeline, which gives us
access to the distance from the render camera to the nearest visible surfaces
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in each pixel of the rendered view. We can then convert this information to
obtain a depth map file stored with the desired depth encoding.
Beyond retrieving depth, this method also provides an intuitive way of
editing depth maps. Instead of working on the depth map as an image file,
it can be modified by modifying the 3D scene itself, as if we were using
a virtual distance sensor: by adding or moving 3D surfaces, the captured
depth is automatically modified, and can then be stored to override the file
on disk.

Implementation details
To implement this idea in the Unity game engine, we transform a virtual
camera object into a depth sensor by applying a custom replacement shader.
Specifically, in the shader’s fragment stage, we encode the distance to the
camera as a float value between 0 and 1 based on a specified set of clipping
planes (by default 0.3m for the near plane and 100m for the far plane), and
store it in a 32-bit texture in the RFloat texture format.
// / Encodes a float into a 0 -1 range using the given set of ←limits . The encoding is in 1/ x instead of x , so that ←smaller values are given more precision .
float EncodeTo01 ( float d , float2 clip )
{
return ( 1.0 / d - 1.0 / clip . x ) / ( 1.0 / clip . y - 1.0 / clip . x ) ;
}
float3 _CamPos ;
float2 _ClipPlanes ;
// / Fragment shader that returns distance to the render ←camera as a 0 -1 float value , using the nonlinear ←encoding .
float frag ( v2f i )
{
float outColor = 0.0 ;
float di st an c eF ro mC a m = length ( _CamPos - i . pos ) ;
o . color = EncodeTo01 ( distanceFromCam , _ClipPlanes ) ;
return outColor ;
}

Listing 3.1: Pseudo-code for the replacement shader we use to transform a virtual camera
into a depth sensor in Unity.

Subsequently, should we need to save these values to disk, we convert the
RFloat texture to a more standard texture format with four 8-bit channels
using Unity’s built-in EncodeFloatRGBA shader method. Alternatively, for
better visualization, the 0-1 depth values can be displayed using dedicated
color maps [66]: for instance, this is what we do when we show depth maps
in the illustrations in this manuscript.
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Water balloon analogy
For better visualization, in the case of 360° images, the virtual depth
sensor can be visualized as a balloon gradually filling with water. As long
as it has not reached a 3D obstacle, the water balloon keeps growing in all
directions. When it reaches a 3D surface, however, it can no longer grow in
that direction: the sensor has detected a 3D point in the scene, the depth
map takes a value. Finally, there comes a point where no more water can be
added without popping the balloon: the maximum depth has been reached,
the sensor cannot discriminate beyond this depth. When we store the depth
map, we store the shape of the surface of the balloon: we do not know
what was beyond the maximum depth, nor what was behind the detected
3D obstacles.

Figure 3.5: Retrieving 360° depth from a virtual 3D scene: picture a balloon filling with
water, that has to conform to the shape of the obstacles around it. The rightmost screenshots show the depth map and depth-based mesh obtained for the scene on the left.

From depth map to 3D mesh
Converting depth maps into a mesh format is practical. Polygon meshes are
natively handled by most game engines, as they are currently the standard
input for rendering 3D objects. As a consequence, interactive effects such as
collisions and shading can be computed via built-in game engine methods,
without having to re-implement specialized algorithms.

Figure 3.6: Meshes are a practical format for creating interactive virtual reality applications that rely on collisions and shading.
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A simple meshing process
To convert from a depth map to a 3D mesh, the simplest meshing process
is to convert the grid of pixels into a grid of mesh vertices: each pixel in the
image is interpreted as a group of four mesh triangles, and each resulting
vertex is then positioned in space based on both the camera parameters and
the corresponding depth value. For example, for an undistorted perspective
image, vertices are pushed into 3D space along the vector separating their
initial position on the image’s focal plane from the camera center, until
the distance between each vertex and the camera center is equal to the
corresponding depth value. The same applies for a 360° image, where the
initial position is on the focal sphere surrounding the camera center, and
vertices are thus pushed radially from the center.
Later in this document (see page 106), we will be discussing how we
implemented more optimal versions of depth-based meshing, in which the
output mesh is simplified to be more compact, and rendered in a way that
minimizes the impact of stretching artifacts. However, in this first study,
our objective was to obtain a mesh that could be updated in real-time, to
reflect edits in the underlying depth map as an operator modifies it using
our VR interface. Consequently, this quick and very simple meshing process
was quite adapted for our needs, and we did not yet seek to optimize it.

Figure 3.7: Simplest method for creating a mesh from the depth map: from a grid of pixels
to a uniform set of connected triangles. Left: depth map (top) and 3D scene (bottom).
Center: connected mesh shown on top of the depth map (top) and in 3D space (bottom).
Right: same as center, but triangles at depth edges are detected and removed.

Stretching artifacts and water balloon analogy
Because the line linking the centers of two adjacent pixels is converted
into two mesh triangles connected by a triangle edge, two objects that were
separate in the real-world scene may end up being connected in the final
3D mesh. Rendering these inaccurate faces results in visual artifacts, akin
to stretching the color values in the original image, that degrade the accu-
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racy of the rendered view and may be disturbing for viewers. To mitigate
the generation of such artifacts, more advanced approaches thus handle the
connection between vertices at depth edges as a special case [90].
In the case of 360° images, the water balloon analogy can also be used
to better visualize these stretching artifacts. Without added depth, we have
a perfectly round water balloon at the maximum depth, i.e. the 360° image
sphere. When we add depth in a given pixel, we press on the corresponding
point of the water balloon towards its center, until we reach the stored
depth value. Because the points on the surface of the balloon are connected,
this results in a stretching of the surface around the considered point: this
stretching is what causes the visual artifacts during rendering. The closer
the point is pushed towards the center compared to the adjacent area, the
more stretching this creates, and the balloon may end up popping. In the
same way, very sharp depth discontinuities in the depth map cause more
visual stretching, and - pushing the analogy to its limits - we could say that
too much discontinuity may cause a pop, a break in place illusion as the
resulting visual artifacts become too disturbing for viewers.

Figure 3.8: Stretching artifacts in 360° depth-based meshes: picture how the surface of a
balloon stretches inwards when you push an object against it.

3.3
3.3.1

User comfort in 360° depth-based environments
User study design

We now aimed to apply these results to study the research question of interest, namely investigate the extent to which users perceive 360° image-based
scenes that provide more accurate parallax as being more comfortable during
motion. This led us to question the interaction between two opposing effects: on one hand, that adding depth should enhance comfort by providing
motion parallax; and on the other, that generating depth-induced stretching artifacts should degrade viewers’ perception that the scene is visually
comfortable.
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Hypotheses
We tested two hypotheses during the experiment:
(H1) If viewers are standing up and move around, they will feel more comfortable the more the depth-based mesh relies on a depth map that
is accurate (i.e. close to the ground truth). The intuition behind
this hypothesis is that more accurate geometry provides more plausible parallax, and thus reduces the risk of sensory incoherence between
the visual and vestibular systems, which is otherwise likely to be high
when moving around.
(H2) If viewers are seated and cannot move around, they will feel more
comfortable the more the scene is artifact-free, i.e. here using a simple
sphere mesh rather than one stretched out with estimated depth. The
intuition is that the lack of motion parallax is less likely to be perceived
when little motion is possible, whereas visual artifacts are likely to be
very noticeable at sharp depth edges, especially during head motion.
Independent and dependent variables
To study these hypotheses, we relied on several variables.
Independent variables
As a first independent variable, we considered different levels of geometric accuracy. Specifically, this variable took one of four levels in our study:
• SCAN: The depth map was acquired by a LiDAR laser scanner. This
served as a ground truth reference. The LiDAR acquisition also provided the 360° color data.
• MMAX (Manual-Max): Depth was added manually via our proposed
interface, with depth values added for all close objects in the scene.
This was done using segmentation masks to neatly align with the outlines of different objects in the image.
• MMIN (Manual-Min): Depth was added manually, but only the walls
and ground were provided with depth values, thus providing only a
coarse approximation of the scene’s depth. This minimal level of geometry could be a practical alternative, in that it does not require
relying on segmentation masks during the depth editing process.
• NONE: No depth was recovered, resulting in the 360° image being
projected on a sphere of fixed radius (here set equal to 10m). Depth
is thus encoded with the same value in all pixels.
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NONE

MMIN

MMAX

SCAN

Figure 3.9: The four levels of geometric accuracy considered in the study: leftmost is the
reference 360° sphere, rightmost is the ground truth depth, and in the middle are two
levels based on human intervention.
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As a second independent variable, we considered two different viewing
conditions, corresponding to the two most common setups when experiencing a VR application:
• VIEW: The viewer is seated on a rotating chair, able only to rotate
body and head, without translation.
• MOVE: The viewer is standing, and encouraged to naturally walk
around a small space, here about 2.5m long and 2.5m wide.
Dependent variables
As a dependent variable, we simply recorded users’ self-reported sense of
comfort relative to their perception of the virtual environment, as a value on
a 5-point Likert-type scale. Users were told that 1 corresponded to feeling
very uncomfortable, disturbed by the environment, and 5 to feeling very
comfortable, able to spend much more time within it.
Study setup
Four different omnidirectional images were used. These images were captured using a FARO laser scanner, to obtain the ground truth depth maps.
The captured images had a resolution of 8192×3414 representing a 360×150
field-of-view, which we padded with black pixels at the nadir to obtain
8192 × 4096 equirectangular images representing a 360 × 180 field-of-view.
The scenes were chosen to be diverse in terms of location, size and illumination: one was taken in a sunlit garden with benches, one in a snow-covered
garden with a table, one in a small room with a person and two bookshelves,
and one in a museum room filled with various minerals.
The images were depth-augmented by the experimenter in a pre-processing
phase. For simplicity, depth assignment was done exclusively by projection
on plane primitives. Two depth maps were thus manually created for each
of the four images, in addition to the ground truth and uniform depth maps.
User groups
The study was conducted on 25 participants (19 male, 6 female). The
median age was 25 (standard deviation: 3.36). The experiment lasted on average 7-8 minutes. The viewing condition was chosen as a between-subjects
variable to avoid a potential learning bias. The level of geometric accuracy was chosen as a within-subjects variable so as not to require too many
separate participant groups.
Given the four levels of depth for each of the four scenes, every participant gave comfort scores to 4 × 4 = 16 different environments. For the
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Figure 3.10: The four input images used for the study.

analysis, we then averaged these scores per level of geometric accuracy, resulting in 4 averaged values per participant (i.e. one averaged score for each
of the levels NONE, MMIN, MMAX, and SCAN). The order in which the
environments were presented to users was randomized, to prevent potential
biases (due to user fatigue for example).
In total, 16 × 25 = 400 observations were thus recorded, resulting in a
total of 100 averaged comfort scores. Of the 25 participants, 13 were tasked
with moving around the room, and 12 with observing from a seated position.
208 observations were thus recorded in the MOVE condition and 192 in the
VIEW condition.

3.3.2

Results and discussion

We analyzed the recorded observations by conducting a two-way mixed analysis of variance (ANOVA) test with viewing condition as a between-subjects
factor and geometric accuracy as a within-subjects factor, followed by pairwise t-tests to refine the analysis when appropriate. We used a significance
level of 5%, and applied the Bonferroni correction to adjust p-values. Statistical testing was computed in R [151] using the rstatix package [133].
The two-way ANOVA validated a statistically significant interaction between viewing condition and geometric accuracy (F(3,69) = 8.03, p.adj <
0.001). To refine this analysis, we then investigated the effect of viewing
condition on perceived comfort at each level of geometric accuracy, by way
of an ANOVA and pairwise t-test. This showed that viewing condition had
a significant impact on mean comfort score when considering the level of
accuracy NONE (F(1,23) = 7.26, p.adj < 0.05): in other words, users’ appreciation of the image sphere representation was not the same depending on

CHAPTER 3. MOTION PARALLAX FROM A 360° IMAGE

76

Group

MOVE

VIEW

5
*

Comfort

4

3

2

1
NONE

MMIN

MMAX

SCAN

Depth
pwc: T test; p.adjust: Bonferroni

Depth
5

*

NONE

MMIN

MMAX

SCAN

*

Comfort

4

3

2

1
MOVE

VIEW
Group
pwc: T test; p.adjust: Bonferroni

Figure 3.11: Box plots resulting from our analysis.

whether they viewed it in a seated or standing position. Additionally, we
similarly investigated the effect of geometric accuracy on perceived comfort
for each type of viewing condition. This showed that geometric accuracy had
a significant impact on mean comfort score for the MOVE viewing condition
(F(3,36) = 6.99, p.adj < 0.01): specifically, pairwise comparisons showed statistically significant means for the levels NONE and MMAX (p.adj < 0.05)
and NONE and SCAN (p.adj < 0.05). The levels with more geometry were
thus perceived as providing more comfort.
Hypothesis validation
The results seem to indicate that hypothesis H1 is valid, as viewers appeared
to perceive a significant improvement in comfort when viewing the SCAN
and MMAX environments (depth-based meshes) rather than the NONE
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environments (image spheres). Although this was not statistically significant
for MMIN, this level did also benefit from higher comfort scores than NONE
in our sample group. These results thus seem to validate the intuition that
depth-based meshes may be a relevant choice when users are encouraged to
perform room-scale movement. They are also consistent with the idea that
user comfort is increased as the depth map is refined to grow closer to the
ground truth.
On the other hand, our user study yielded no statistically significant results to validate H2: users in the seated condition did not appear to perceive
a significant difference in comfort when viewing scenes with different levels
of geometric accuracy. That being said, the image sphere was established
to be significantly more appreciated under this condition than when users
could perform full room-scale movement, and this representation did still
obtain the highest comfort score in our sample user group. Therefore, while
our user study did not yield statistical results that go towards validating H2,
it also does not appear to discredit the hypothesis, which remains consistent
with the reported comfort scores.
Discussion
Under the constraint of creating an environment from a single 360° image,
these results validate the use of depth-based meshes for applications where
users are to move around in the scene. This representation enables perceptually comfortable viewing, with increasing levels of comfort as the depth
map grows increasingly accurate. Depth-based meshes are preferred in that
sense to the standard image sphere representation.
A difference between seated and standing conditions
However, our results encourage us to recommend not to use this representation when the virtual reality application does not require enabling
more than just head rotation. Indeed, depth assignment remains an operation with non-null cost, and our user study fails to show that it improves
user comfort when users cannot move in translation in the scene. In fact,
users in our sample group preferred when no depth was added: it thus seems
likely that in the seated condition the lack of motion parallax may be less
a factor of discomfort than the presence of visual artifacts. The standard
image sphere may therefore be more relevant if the environment is to be
viewed in a seated position or without positional tracking.
Finding the correct level of geometric accuracy
Additionally, if depth-based meshes are to be created using an interface
such as the one we presented earlier, we recommend performing a segmen-
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tation step before manually assigning depth. Indeed, estimating depth for
only the walls and ground (MMIN condition in our study) seems to enhance user comfort much less than if other objects are depth-augmented
as well (MMAX condition). For instance, the cubic representation for a
walled room may not be the best solution if there are also other visible objects in the scene. On the other hand, adding depth to segmented elements
seems to produce results perceptually close to those obtained when working
with the ground truth. Our manual depth maps, which were created using
only planes as projection primitives, thus obtained comfort scores similar to
those given to the ground truth depth map. This validates the idea that it
may be sufficient to generate depth in a post-acquisition step: very precise
depth values (i.e. close to the ground truth) are not necessary to create a
comfortable VR experience.

Chapter 4

3D humans from 360° video
4.1

Overview

To continue our research on how to create comfortable 360° depth-based
environments, we decided to work towards extending our manual depth estimation pipeline to work with video inputs. However, we quickly noticed
several crucial flaws in this approach, most notably that dynamic visual artifacts are far more distracting than static artifacts, and that our manual
process, even when optimized to transport geometry between keyframes,
scaled poorly to the larger numbers of frames implied by video. Moreover,
we realized that in many cases 360° videos essentially capture groups of
moving people in front of a mostly static background: when this is the case,
enhancing the scene with dynamic geometry thus boils down to finding ways
of transforming recordings of people into animated 3D characters. Consequently, we decided to extend our approach to video not by extending our
interface to process the entire scene as a dynamic background, but by focusing on studying ways to transform specific dynamic elements in the 360°
scene, namely people, into animated 3D models.
Therefore, our research question was as follows: to what extent do viewers perceive animated 3D characters created from videos as being compelling
replicas of people? In particular, we aimed to investigate the extent to which
realistic characters can be generated through an automatic, 360° video-based
pipeline, and whether viewers’ perception of the resulting agents can be impacted by providing these agents with elements of responsive behavior.
In a few words, we thus present in this chapter a study of viewers’ perception of the responsiveness of 3D characters, specifically when considering
virtual agents automatically created from a 360° video and enhanced with
interactive traits. As basis for this study, we present our pipeline for quickly
and automatically extract animated character models from 360° video inputs, based on a combination of pre-trained deep learning models for human
shape, pose, and texture estimation.
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Figure 4.1: From a 360° video of people to animated 3D humans [21].

Research contributions
Our main research contribution is to investigate the extent to which virtual agents generated from videos by an automatic, learning-based pipeline
can be perceived by immersed participants as being accurate and engaging entities. Additionally, we provided details on the development of the
pipeline, most notably discussing how to combine and adapt the pre-trained
deep learning models in order to effectively apply them on a single-viewpoint
360° video input.

4.2
4.2.1

From 360° video to engaging 3D characters
A first attempt using depth-based video

The premise for this work was our attempt to extend the manual pipeline
presented in the previous chapter to work with video inputs.
A video-capable interface
The extension to video was quite immediate. We adapted the interface
to enable manually creating depth maps for a given number of keyframes.
The positions and orientations of the projection primitives were copied from
one keyframe to the next, meaning that only minimal modifications were
required to obtain the depth map of a later keyframe once depth at the
previous keyframe was determined. If specific objects required segmentation
masks, we used either background subtraction methods or rotoscoping on
the input video to obtain them. Depth was finally interpolated between
keyframes to obtain an output video depth map.
Although the approach worked, it had several drawbacks. The process
remained manual, and thus quite inefficient in terms of time required to
create the final video. Additionally, the visual artifacts created at depth
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edges were now dynamic and thus became highly disturbing, as they jittered
and flickered about.

Figure 4.2: The stretched triangles created by our depth-based meshing process jittered
about when using a video as input, which is particularly distracting in VR. Source of the
sample video used as input in this example: https://vimeo.com/214401712.

Decomposing the scene into different parts
To improve our results, we decided to decompose the 360° image into two
layers, foreground and background, where the foreground was composed
of dynamic geometry and the background of static geometry. Indeed, this
would partly help solve the issues faced by our updated interface: only
the foreground layer would require a lengthy video-based process (because
the background, being static, could be represented by a single depth map),
and disconnecting background from foreground would help remove many
inaccurate triangles connecting closer items with objects further away.
First, to automatically detect the moving areas of the video, we thus
applied background subtraction methods [98], through which we obtained
both a dynamic foreground mask and a static background image. Then, with
the foreground mask as input, we used our interface to create a foreground
layer, disconnected from elements in the background of the video. Finally,
we similarly used the interface to create a static layer of geometry from the
background image for the rest of the scene.
The resulting scene was quite an improvement over our initial attempt:
a plausibly filled-in background could be glimpsed when looking behind
foreground objects, and many stretched triangles were removed, helping
clarify the boundaries of elements in the foreground.
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Figure 4.3: Using separate layers of geometry for static and dynamic objects helps automatically remove many distracting artifacts.

However, we found the generated depth-based foreground mesh to still
be unconvincing, as the manually estimated depth was too coarse. Furthermore, distracting jagged edges were created at the objects’ boundaries due to
the removal of stretched triangles, and parts of the foreground appeared on
top of the background due to slight inaccuracies in the estimated foreground
mask. A better solution had to be found.
Appearing to have reached the limits of our manual, depth-based process,
we thus decided to turn towards automatic methods for 3D mesh estimation.
Because we were interested in videos captured from a single viewpoint, this
naturally led us to look towards learning-based approaches, often adopted by
recent works to tackle the task of geometry estimation from limited inputs.
Furthermore, inspired by the progress of efforts towards creating 3D models
of humans from a single image, and because many 360° videos are centered
around moving groups of people, we decided to focus our approach on the
automatic generation of 3D characters from videos of people, and study
how viewers perceive these generated virtual characters in VR. Compared
to our initial attempts at a video-capable interface, we thus hoped to be
able to generate dynamic virtual environments with more precise foreground
geometry, fewer visual artifacts, and an increased potential for interactivity.

4.2.2

A new approach based on pre-trained deep networks

Therefore, we started investigating the extent to which we could generate
3D virtual agents from a fixed-viewpoint 360° video, by combining a selection of pre-trained deep learning models. One objective we set for ourselves
was to examine whether we could develop an automatic pipeline for human
mesh estimation that does not require extensive knowledge of deep learning, and that is capable of generating an animated mesh for use within a
widely-used game engine. We thus searched for learning-based models that
made available their pre-trained weights, and could be combined to create
a textured 3D mesh from a single-viewpoint image stream.
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Estimating 3D shape, pose, and texture
At the time of this work, we found few available pre-trained deep learning
models that performed end-to-end estimation of human shape, pose, and
texture (since then, some seem to have been made available [2]). Therefore, we relied on two separate pre-trained models: one for shape and pose
estimation, and the other for the estimation of a corresponding texture map.
Estimating the shape and pose of a person
For human shape and pose estimation from a single image, we selected
the pre-trained model for Human Mesh Recovery [47], which we found to be
efficient and produce consistent and plausible results. This provided us with
shape and pose parameters for the Skinned Multi-Person Linear (SMPL) [57]
parametric 3D model, for a selection of keyframes.
A corresponding parametric 3D mesh is provided by the authors of SMPL
for use within the Unity game engine: we could thus use these parameters
to obtain an animated 3D mesh in Unity. To do so, we interpolated the pose
parameters between keyframes to create animation clips for the generated
character mesh, and computed the shape parameters of the final 3D human
as the mean values of the set of per-keyframe shape parameters.

Figure 4.4: Using keyframes of our sample videos as input, we apply the pre-trained
Human Mesh Recovery model to obtain 3D shape and pose parameters, based on which
we then create an animated 3D mesh in the game engine.

Predicting the corresponding texture map
If pose and shape estimation was precise enough, we could imagine simply projecting the input color data onto the character mesh instantiated in
the 3D scene, so as to obtain a final texture map. However, we did not reach
such a degree of precision with the selected models, and thus preferred to
use a separate model for texture map estimation.
For the estimation of a texture map for the created character mesh, we
used the pre-trained model for DensePose [34]. We chose not to create a
dynamic texture map, using the color information from successive frames,
because the model was not precise enough for this to yield satisfying results.
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Instead, using the obtained dense 2D pose estimation for a small number of
frames (e.g. typically fewer than 100), we thus projected the color information onto a single final texture map, using a custom script with which we
automatically merged and cleaned the information from each frame.

Figure 4.5: We estimated texture maps for the 3D character meshes (right) using the
output from the pre-trained DensePose model (left).

A static 360° depth-based background
Finally, as a backdrop for these virtual humans, we estimated a static depthbased mesh for the scene’s background. Because we had started exploring
learning-based methods, we decided to similarly try out a deep neural network capable of estimating 360° scene depth from a single image. We thus
applied the pre-trained UResNet version of the OmniDepth model presented
by Zioulis et al. [116], designed to estimate a depth map from a static 360°
photograph in an indoor setting, before applying depth-based meshing.

Figure 4.6: Depth-based background mesh from a depth map estimated using the pretrained UResNet version of OmniDepth.

4.2.3

Applying the models to 360° inputs

A critical challenge for our approach was using learning-based models despite
working with 360° inputs. Indeed, many methods estimating pose, shape and
texture are designed and trained to work for images obtained by perspective
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projection on a non-360° camera, and thus often underperform when given
a spherical image as input: for example, when first using the pre-trained
Human Mesh Recovery [47] and DensePose [34] models on our sample 360°
videos, these models failed to generate valid outputs. We thus had to find
a way to adapt the pipeline to effectively be able to apply these models.

Working on the input instead of changing the model
To do so, one solution could be to re-train the models on 360° image datasets,
or even to design new models better suited for this type of input. However,
there are currently far fewer 360° image datasets than datasets captured
using regular cameras, and even fewer are such datasets that contain images
of people. Furthermore, this seems unlikely to improve in the near future:
there do not seem to be many more use cases for human pose estimation
from a spherical camera than from a regular one, and 360° cameras remain
relatively rare compared to their non-360° counterparts. Consequently, we
expect that there will be many more models designed and trained on undistorted perspective images than on equirectangular 360° photographs.
Instead of re-training or re-designing the models, we thus decided to
search for a way to adapt the input in a way that enables it to be processed
satisfyingly by the pre-trained models. Not only would this help avoid the
cost of design and training for a new type of input, it would also ensure
that newer learning-based approaches presented in the literature can be
integrated immediately within the same pipeline, by simply replacing one
pre-trained model with an updated equivalent.
Therefore, our objective was to find a way to transform our input omnidirectional video into the format expected by the pre-trained models, namely
a regular perspective video centered around the person of interest.

Figure 4.7: Pre-processing the input: our objective became to find a way to go from the
input 360° video to an image stream focused on a given person.
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A re-projected input that yields satisfying results
To create an input likely to yield satisfying results when processed, we selected an approach by which we would first detect the 2D positions of the
people in the images, then orient a virtual pinhole camera to face towards
them and capture the corresponding undistorted images. Note that such a
process can be applied only if the area of the video containing the person
fits within the field of view of a virtual pinhole camera placed at the point
of capture. However, we did not see this as much of an issue, as problematic
configurations rarely occur: most often, a person occupies a limited portion
of 360° space around the camera, and the process can be applied.
To be able to place the virtual pinhole camera, we first needed to detect the people in the image. We initially explored background subtraction
methods, which effectively enabled us to detect moving objects within the
single-viewpoint image stream, although we could not clearly identify the
trajectories of each moving person between frames. As an improved alternative, we instead ultimately relied on a pre-trained multi-person 2D pose
estimation model which we found to be relatively robust for detecting people
in 360° images, AlphaPose [29]. Specifically, we used the output bounding
boxes generated by AlphaPose to adapt the orientation and field-of-view of
the virtual pinhole camera in order to capture images adequately centered on
each individual person, which is the input typically expected by pre-trained
models for parameter prediction from a single image.

Figure 4.8: The key is to find one model that does work on 360° inputs, and that is capable
of detecting each person of interest so as to enable re-projecting the images.

Using the re-projected images, we could then apply the pre-trained pose
estimation model to obtain the character’s local 3D pose relative to the
virtual pinhole camera, and - because the orientation of this virtual camera
was known by construction - we could finally transform this local pose into
global 3D space to plausibly position the character within the estimated
depth-based environment. We thus had a complete, automatic pipeline from
360° video to 3D scene, and could now reflect on further improvements.
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Adding responsive behavior

Viewing the generated 3D scene in a virtual reality head-mounted display
revealed several flaws. For instance, the background depth resulting from
the learning-based depth estimation step was quite coarse, and created fairly
visible inaccuracies when projected as a 3D mesh. The 3D characters’ animations were also far from perfect, and, despite our efforts, the texture
estimation step arguably remained one of the weaker points of our implementation, as the final texture quite noticeably blurred out the characters’
facial features. Nevertheless, the 360° 2D-to-3D pipeline was functional overall, and there did not appear to be easy ways for us to improve its accuracy
in terms of photorealism.
One aspect that we could easily improve, however, was the characters’
apparent responsiveness. Indeed, our pipeline for recreating the captured
people as 3D humans in VR simply generated fixed animations to mimic the
recorded motion: the virtual agents therefore did not react to the viewer’s
presence in any way. We thus decided to study the extent to which this
could be an issue, and enhance our solution accordingly.
Issues with fixed behavior
Based on our review of the literature, we identified two elements of our
characters’ default behavior that may cause them to appear unresponsive.
First, if the characters simply recreate the motion captured in the input
video, then they are not designed to react to any action performed by the
viewer. This is an issue, because the starting point of our research was to
enable viewers to be provided with motion parallax as they move around,
which implies that viewers are expected to perform the action of moving
around - and thus requires the surrounding virtual agents to react accordingly. For instance, viewers may find it strange if the character’s gaze is
directed towards a fixed viewpoint instead of towards them during conversation. Additional reactive behavior should thus be implemented.
Second, characters may by default appear to become frozen in place at
the end of an animation, notably in the case of interactive scenarios in which
the next animation sequence is designed to be launched only after the viewer
completes a task or selects a choice. This is bound to break the illusion that
the character is a living entity, as people in the real world are always expressing some sort of motion. Therefore, it may be interesting to implement
idle animations that blend smoothly with the previous movements, to use
when the character has no other animation sequence to revert to.
Proposed responsive features
Consequently, for our study, we decided to provide our generated character
with several responsive features. We had captured a video featuring a single
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person talking to the camera, based on which we aimed to create a scenario
composed of several animation sequences between which the character would
wait for the viewer to perform specific actions.
First, to make the character seem to react to the user’s presence, we
implemented a reactive form of head-gaze: the agent thus turned its head
towards the user when the user looked towards it or came within a given
distance. In this way, we hoped to promote a feeling of copresence via mutual
gaze between the virtual agent and the user, and to make the agent appear
conscious of a sense of interpersonal distance and personal space.
As a second responsive trait, we also included an audio sequence to
make the character verbally express discontent should the user attempt to
throw one of the scene’s virtual objects onto it. Although viewers had no
instruction to do so, we indeed expected that they might still attempt it, as
the interactive scenario included picking up several virtual items.
Finally, we made the last few seconds of the previous animation loop at a
slower speed when waiting for the user to perform an action, thereby providing our character with smoothly blended idle animations without requiring
the capture of additional video material. This produced motion resembling
the character breathing and making small body movements, which we hoped
would be enough to make it seem more lifelike.

Figure 4.9: From character with fixed animations to responsive virtual agent.

4.3
4.3.1

Perception of the agents’ responsiveness
User study design

Previous work had shown that participant response to virtual agents follows
certain tendencies, e.g. users perceiving mutual gaze as a form of increased
social presence. We wanted to determine if these results held when replacing the hand-made virtual agents of previous studies with our video-based
character models.
Hypotheses
We defined two study hypotheses:
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(H1) That agents made more interactive, e.g. given idle animations and
reactive gaze behavior, should be perceived by participants as being
more responsive, e.g. be more often interacted with and given more
personal space.
(H2) That participants shown a segment of the original video before being
shown the 3D scene should also perceive the agent as more engaging,
since this added information should help users relate the virtual human
to the real-world person it is based on.
Variables
To study these hypotheses, we relied on several variables.
Independent variables
We used two active independent variables, each taking one of two levels:
(R) Whether the virtual agent was given real-time responsive features,
specifically: whether the virtual agent looked back at the user when
gazed at, used idle animations when paused, and reacted when thrown
objects at. We did not study the individual effect of each of these
components or the possible interaction between them, rather preferring
to focus on the effect of the added interactivity as a whole. The agent
was therefore either fully responsive (R+ ) or not at all (R− ).
(V ) Whether the VR scene started by displaying the first 10 seconds of the
original 360° video on a video sphere (V+ ) or only the background image with the video’s audio (V− ). Users not shown the video were shown
only the background 360° image sphere instead, but could still hear
the audio from the video as a voice-over, so that the only difference
was whether or not users could see the recorded person.

Figure 4.10: In the (V+ ) condition, participants were first shown a few seconds of the 360°
video (projected as a video sphere), before transitioning into the generated 3D scene.
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Additionally, several attribute independent variables - specifically age,
gender, level of familiarity with VR, and level of familiarity with 3D character models - were also recorded in a pre-test questionnaire, as some had
been shown to be relevant in similar previous studies [5, 33].
Dependent variables - questionnaire
We recorded several dependent variables. First, we measured user response using a post-test questionnaire with 7-point Likert-type questions,
many of which were based on the questionnaire by Garau et al. [33].
Comfort

Copresence

Participant
Behavior
Perceived
Awareness

Did you feel comfortable moving around the space?
Did you have a sense that you were in the room with another
person or did you have a sense of being alone?
To what extent did you respond to the character as if he was a
person?
To what extent did you have a sense of being in the same space
as the character?
Did you respond to the character more the way you would respond
to a person, or the way you would respond to a computer interface?
To what extent did the presence of the character affect the way
you explored the space?
Did you attempt to initiate any interaction with the character?
How much did the character seem to respond to you?
How much was the character looking at you?
How much did the character seem aware of your presence?

Table 4.1: Post-test questionnaire for the user study, based in the most part on questions
from an existing questionnaire in the literature [33].

We thus obtained self-report feedback on Comfort during motion, and,
referring to the study by Garau et al. [33], grouped the remaining questions
into the measures Copresence, Participant Behavior, and Perceived Awareness. Based on hypothesis H1 (resp. H2), all of these should be higher under
R+ (resp. V+ ) than under R− (resp. V− ).
Dependent variables - behavioral measures
Beyond the questionnaire, we also recorded several behavioral measures
that we expected could be impacted by whether or not the character was
perceived as being a responsive entity.
Similarly to Bailenson et al. [5], we thus recorded the minimum interpersonal distance as an indicator of the perceived personal space attached
to the agent, which users had to approach when tasked to grab the cube.
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Also recorded as potentially relevant were the number of times that users
looked towards the virtual agent, the average duration of these looks, and the
number of times that users threw one of the objects onto the virtual agent.
Based on hypothesis H1 (resp. H2), we expected that agents be given more
personal space, be looked at more often and longer, and be interacted with
more often under R+ (resp. V+ ) than under R− (resp. V− ).
Protocol
We captured the original 360° video using a tripod and a Samsung Gear 360
camera at a resolution of 3840 × 1920. The processing pipeline to transform
the 99 second-long video into a 3D scene and animated character model took
less than 3 minutes.
Upon starting the application, users were thus either shown a segment
of the original video or simply the background image with a voice-over (to
evaluate H2). The scene was then enhanced in depth and the video character
replaced by the 3D virtual agent (responsive or not depending on the group,
to evaluate H1). Users were then asked to move around the scene. After a
fixed waiting time, the virtual agent appeared to generate a cube in its hand
and tasked users to approach and take it, thereby encouraging proximity and
interaction. Once users had taken the cube, they were similarly tasked with
catching a sphere, this time thrown by the character. The virtual agent then
thanked the users and the application exited.
50 volunteers (15 female, 35 male) recruited on university campus tested
this scenario. The median age was 25 (standard deviation: 9.32). We used
a between-subjects experimental design to prevent bias linked to users understanding the purpose of the study. Both independent variables were
thus used as between-subjects factors, resulting in four participant groups:
(R− V− ), (R− V+ ), (R+ V− ), and (R+ V+ ). Participants were randomly assigned to the four user groups, and were kept blind to the hypotheses.

4.3.2

Results and discussion

We analyzed the recorded observations by conducting two-way betweensubjects ANOVA tests, with the addition of responsive features (R) and the
video sequence (V ) as factors. When appropriate, we refined the analysis
using Tukey’s honestly significance difference (HSD) tests. We used a significance level of 5%, and applied the Bonferroni correction to adjust p-values.
Statistical testing was computed in R [151]. Being curious about the debate
over the use of ANOVA tests for analyzing Likert-type responses - some authors arguing that such responses should be analyzed using nonparametric
statistical methods, which rely on less restrictive assumptions [7, 30, 111]
-, we also conducted a parallel examination using the Aligned Rank Transform (ART) method available from the ARTool package [134]. We chose this
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method because it is adapted to analyze two-way between-subjects designs
[30], was specifically designed to answer the issue of analyzing Likert-type responses [111], and ultimately relies on common ANOVA procedures, making
the output easily comparable with previous or future work.
Results
The two-way between-subjects analysis of variance with adjusted p-values
yielded two significant results.
• V was found to have a significant influence on Comfort (F(1,46) = 7.11,
p.adj < 0.05). A post-hoc Tukey’s HSD test showed that users rated
Comfort substantially lower when they were shown a preliminary video
segment than when they were not.
• R was found to have a significant influence on Participant Behavior
(F(1,46) = 7.36, p.adj < 0.05). The post-hoc test confirmed that Participant Behavior substantially increased when the virtual agent was
made more interactive than when it was not. Considering each subcomponent of Participant Behavior as a separate variable revealed
that the key question here was in fact whether users felt they had
attempted to initiate interaction with the character.

Comfort (1-7)
Copresence (1-7)
Participant Behavior
(1-7)
Perceived Awareness
(1-7)
Min. Interpers. Dist.
(m)
Gaze Count (#)
Gaze Duration (s)
Throw Count (#)

M
(SD)
M
(SD)
M
(SD)
M
(SD)
M
(SD)
M
(SD)
M
(SD)
M
(SD)

R− V−
5.58
(1.44)
4.90
(0.96)
3.54
(1.36)
3.42
(0.90)
0.87
(0.15)
11.92
(3.32)
3.91
(1.40)

R− V+
4.50
(1.45)
5.00
(0.59)
2.96
(1.23)
3.69
(1.21)
0.90
(0.16)
12.67
(2.96)
3.52
(1.62)

/

/

R+ V−
5.54
(1.66)
4.98
(0.83)
4.46
(1.49)
4.46
(1.39)
0.77
(0.17)
13.31
(2.32)
3.30
(0.68)
0.38
(0.96)

R+ V+
4.46
(1.13)
4.81
(1.02)
4.27
(1.67)
4.10
(1.29)
0.78
(0.16)
13.23
(3.37)
3.27
(1.23)
1.07
(1.26)

∗
V

R
R
R

/

Table 4.2: Group means and standard deviations for the dependent variables, and whether
the analyses showed potential influence of an independent variable on the outcome. Throw
Count was discarded from the analysis due to recording errors in two of the groups.
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Performing the test with unadjusted p-values showed additional potential
influence of R on Perceived Awareness (F(1,46) = 4.45, p < 0.05) and on
minimum interpersonal distance (F(1,46) = 5.77, p < 0.05).
Complementarily, the two-way between-subjects aligned rank transform
with adjusted p-values yielded only one significant result, that of the influence of V on Comfort (F(1,46) = 8.95, p.adj < 0.05). Considering unadjusted
p-values showed additional potential influence of R on Participant Behavior
(F(1,46) = 5.96, p < 0.05), R on Perceived Awareness (F(1,46) = 4.77, p <
0.05) and R on minimum interpersonal distance (F(1,46) = 5.74, p < 0.05).
Hypothesis validation
Several results thus seem to support the validity of H1. Most notably, the
character’s level of responsiveness seems to have had a significant influence
on participants’ behavior, and more specifically on users’ attempts to initiate interaction with the character: virtual agents given more responsive
features prompted more attempts at interaction. This is corroborated by
the observation that users seemed encouraged to get closer to the agent in
order to interact with it, and may have perceived it as being more aware of
their presence.
On the other hand, no result seems to support H2: being shown a segment of the original video beforehand does not appear to have substantially
influenced participants’ perception of the 3D agent. Consequently, we cannot validate the intuition that connecting the 3D character’s aspect to that
of a real person could help make this character feel more lifelike.
Discussion and future work
Based on these results and on the feedback provided by participants during
the study, several key points seem to stand out.
Perception of the overall scene
That being shown the original video beforehand could have a negative
impact on perceived comfort was quite unexpected. A possible interpretation is that the added motion caused by watching the video instead of
the still 360° background image was enough to be a source of discomfort in
VR. In any case, this video condition does not appear to have had added
value relative to viewers’ perception of the virtual agent, and we thus cannot
validate its usefulness in the current form.
As for the 3D background environment, it seems to have effectively provided plausible parallax such that participants generally reported being comfortable during motion. However, several users also commented that the
stretched parts of the environment caused it not to appear photorealistic:
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future work could thus include improving the background depth estimation
step by selecting improved pre-trained models or refining the output depth
using semi-automatic methods.
Perception of the virtual agent
Providing our character with interactive features did appear to encourage participants’ perception that it was a responsive entity: they generally
felt that they attempted more interaction with the agent, effectively appeared to move closer to it, and perceived it as being more aware of their
presence. Several participants additionally commented that the agent’s response for the throw interaction was a positive surprise, that encouraged
them to subsequently throw more objects at the character to see whether it
would respond differently.
On the other hand, the lack of a significant change in perceived copresence seems to show that making the character more interactive did not
substantially improve viewers’ perception that they effectively shared the
space with another person. That is not to say that participants did not
generally respond to the agent as if it were a person: self-report scores do
not indicate particularly low levels of copresence, and several users even
commented that they initially thought that the character’s animations were
controlled in real-time by the experimenter. However, it may point to the
hypothesis that copresence is not enhanced by providing characters with
interactive traits, but rather by other factors.
Overall, many participants commented that they appreciated the quality
of the animations, which were found to appear natural and go well with the
corresponding audio. On the other hand, several users felt that the blurred
aspect of the texture map effectively prevented the agent from exhibiting
convincing gaze behavior and compelling facial expressions. Consequently,
we believe that the main opportunity for future work lies in enhancing the
visual quality of the virtual agent by providing it with convincing, dynamic
facial features: updating our pipeline to rely on recently released pre-trained
models for 3D character estimation from a small number of images, capable
of achieving higher levels of fidelity in both animations and visual appearance, could thus be an interesting future development.

Chapter 5

An accessible interface for
image-based virtual reality
5.1

Overview

In the previous chapters, we studied user experience in virtual scenes created using only low-cost, consumer-grade 360° capture devices, positioned
in a single viewpoint during acquisition. To continue our study of virtual
environments created from photographs of real-world scenes, we decided
to expand the scope of these initial studies to also explore solutions based
on multi-view capture and potentially more expensive acquisition setups.
Multi-view capture, reconstruction, and rendering solutions are indeed particularly interesting for their enhanced ability both to automatically recover geometric information from images and to replicate captured viewdependent effects such as specular highlights.
However, we were quickly faced with the lack of integration of many viewdependent image-based rendering methods within standard VR pipelines.
Therefore, we set out to develop an efficient, easy-to-use, cohesive interface
for applying view-dependent image-based rendering for VR. Our idea was
notably to provide VR researchers and content creators with easy access to
these tools, leading us to ultimately release our project as an open-source
package for the Unity game engine.
In this chapter, we investigate the following research question: to what
extent can we create a convenient interface for transforming input sets of
photographs into virtual environments capable of displaying captured viewdependent effects in VR? We thus present how we adapted and implemented
standard image-based rendering methods in the Unity game engine to form
a cohesive IBR-for-VR toolkit. We specifically describe our implementation of simplified, VR-ready versions of unstructured lumigraph rendering
[11] and disk-based blending [71] in Unity, capable of replicating captured
view-dependent effects quite accurately and at interactive framerates. Our
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integration of disk-based blending also led us to improve the depth-based
meshing process discussed earlier, by implementing a faster and more compact alternative based on parallel GPU programming. Finally, we present a
short user study we led to evaluate the toolset’s usability and obtain feedback on the interface and documentation.

Figure 5.1: We present our implementation of an open-source set of tools for transforming
input sets of photographs (here an online dataset by Schöps et al. [88]) into virtual objects
that can be rendered with view-dependent effects in virtual reality [23].

Research contributions
Our main research contributions are as follows. First, we analyze existing
software resources for image-based reconstruction and rendering, based on
which we describe the need for more accessible tools that enable applying
view-dependent IBR methods for the creation of VR experiences. Second,
we propose a solution to this issue in the form of an open-source Unity
package, by which we make several standard rendering methods available
from a convenient graphical user interface. We describe how we implemented
these methods to obtain accurate output views that can be rendered in realtime for VR. Finally, we present a user study in which participants performed
the full pipeline from capture to rendering and provided us with feedback on
the ease of use and performance of the toolkit. We provide details on how
the results of this study helped us improve the interface and documentation,
and discuss problem points that still remain to be tackled.

5.2. THE COLIBRI VR TOOLKIT

5.2
5.2.1
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The COLIBRI VR toolkit
Project goals and interface design

We named the project we present in this chapter COLIBRI VR1 , the Core
Open Lab on Image-Based Rendering Innovation for Virtual Reality. COLIBRI VR essentially originated from our interest in studying view-dependent
image-based rendering solutions, and from our inability to perform these
studies due to our lack of access to corresponding implementations. To provide a starting point from which to foster collaboration on the issue, we
therefore decided to develop and release an open-source Unity package that
provides access to custom implementations of several standard algorithms
presented in the IBR literature. Additionally, we worked to provide a userfriendly interface from which these solutions could be accessed, so as to also
benefit from the feedback and creative expertise of less technical VR content
creators. The code and documentation for the released toolkit can be found
here: https://caor-mines-paristech.github.io/colibri-vr.
Objectives and origins of the toolkit
Our drive towards view-dependent image-based rendering initially came
from trying out the Welcome to Light Fields [130] application, which, as
discussed by Overbeck et al. [71], was explicitly developed to demonstrate
these techniques. Experiencing the demonstration thus made us reflect on
the opportunities provided by IBR methods and on their limits, eventually
leading to a series of research questions we wanted to explore, such as:
• In which use cases are view-dependent reflections going to provide
a significantly enhanced experience? For instance, we expect that
the added photorealism would be perceived by viewers in particular
for objects or locations exhibiting specular surfaces, and that IBR
could thus significantly enhance a VR tourism or museum experience
in which such items are a point of focus.
• How does the limited viewing volume impact user experience, in particular the perception of place illusion? Indeed, in Welcome to Light
Fields the scene fades to black when the viewer moves beyond a small
spherical volume (so as not to display views that are too inaccurate),
which may lead to frustration or a break in the feeling that the environment is truly there. Consequently, we were interested in experimenting
1

Several languages, such as French, German, and Spanish, use the word {k-c}olibri
[koh-lee-bree] to mean hummingbird. We found this to be an appropriate acronym for
our set of tools, as image-based solutions aim to resemble hummingbirds in many ways:
fast (i.e. must render in real-time), beautiful (i.e. must generate high-quality views) and
compact (i.e. must efficiently handle data to avoid memory stress).
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with the size and shape of this volume, and in exploring more subtle
ways of discouraging viewers from leaving the privileged viewing area.
• What new kinds of interaction with the scene can we create using such
techniques? In particular, we were positively surprised by the effect
by which the actors in the scene seemed to look towards the viewer
even as the viewer move around, reflecting the more general idea that
captured motion can translate into visuals that change based on the
user’s current viewpoint. What other interactions could this inspire?

Figure 5.2: An interesting interaction: the eye contact effect, by which rendered characters
seem to keep looking towards the viewers wherever they move. Left: screenshot of the
supplementary video by Overbeck et al. [71]. Right: using our toolkit.

However, to explore these questions, we required tools capable of both
creating virtual environments for VR and rendering them with view-dependent
effects. Therefore, the next step was to find such tools.
Overview of pre-existing tools from the research community
As we saw in our chapter on related work, many resources can be used
to create 3D representations from sets of images. This notably includes
photogrammetry software tools such as COLMAP [86, 87] and AliceVision
Meshroom [117], which are widely used to generate 3D reconstructions of
objects and locations for VR, as they are openly accessible and easy to
use. To a lesser extent, the same can also be said of 360° image-based
3D representations: for example, Sayyad et al. [84] thus released the Unity
project for PanoTrace, their VR interface for panoramic 3D modeling, and
Serrano et al. [90] similarly released a demo and the source code used in
their work on 360° video with motion parallax.
However, we found it far more complicated to find implementations of
IBR methods that we could use to render such 3D representations with
view-dependent effects. Indeed, while these methods are a prolific subject
of research in the graphics and vision communities, they seem to rarely result
in openly accessible tools, rather being demonstrated by way of videos and
interactive demo applications [10, 130]. Furthermore, while VR content is
increasingly being created using game engines such as Unity and Unreal,
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we found no interface that would enable us to apply these methods from
within these game engines. The Mixed Reality Unity Plugin designed in the
course of the EU-funded heritage project EMOTIVE [48] is a rare example
of a potential such tool, applied to recreate a prehistoric heritage site as
an immersive virtual environment using IBR; however, to our knowledge, it
currently remains unavailable for external use.
Consequently, the lack of accessible rendering tools seemed to be the
main bottleneck preventing our investigations. We thus began examining
whether we could implement them pipeline ourselves.
Image-based rendering and game engine integration
To better understand the challenges linked to implementing more advanced rendering solutions ourselves, we launched discussions with several
authors of recent works on 6-DoF VR and IBR [48, 81, 90], who kindly
shared their experience of the field. The main piece of insight that emerged
from these conversations was to carefully select the development environment, so that it be best suited to the project’s goals. For instance, most
of our discussion partners told us that they built their implementations of
the rendering methods they developed using C++ and graphics APIs such as
OpenGL, because the priority was to achieve high performance and to have
fine control over the way memory is managed. Conversely, an author working on the EMOTIVE project’s Unity plugin told us that developing the
game engine interface ensured that partners of the project with expertise in
less technical fields could effectively apply their skills to develop the experience, although it also meant a greater challenge to handle performance and
memory management, and thus a potentially less computationally efficient
end result.
In our case, we concluded that it thus made most sense to develop our
rendering implementation using Unity’s shader language and C#, which were
the development tools we and many other VR researchers and content creators were most familiar with. Indeed, while this choice was likely to prove
a challenge in terms of efficiency, it also notably ensured that our tools
could benefit from the game engine’s cross-platform handling of most VR
head-mounted displays, and built-in support for a wide array of color and
geometry data formats. Additionally, the developed methods could thus
quickly be leveraged to create complete VR experiences with interactive 3D
objects, and could quite easily be modified by more technical developers
using interfaces familiar to them.
Additionally, we concluded that it was important that we release our
tools as an open-source repository, so as to provide the opportunity for more
researchers and creative experts to study these techniques. Although this
would require us to design a user-friendly interface and to create documentation and tutorials, we thus believed that it was important that this project
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be given a chance to be used, as it was a potentially important step towards
a wider adoption of IBR as a viable alternative for rendering photorealistic
virtual environments for VR.
Pipeline and interface
We designed the interface to guide the user along the steps of a standard
image-based rendering pipeline in the most transparent way possible. We
thus created graphical user interfaces within the game engine respectively
for capturing, representing, and rendering image-based data, via three core
objects (i.e. Unity components): Acquisition, Processing, and Rendering.
Interface for acquiring the input photographs
The first step of our implemented pipeline is to acquire (i.e. capture)
photographs of the object of interest, and place them somewhere in a folder
on disk. This can be done using real photographs, either captured directly
by the user or taken from an online repository of images (we provide a
list of example datasets from the literature on our documentation website).
Alternatively, one may want to acquire these photographs from a virtual 3D
scene, e.g. to create test datasets on which to try out rendering methods

Figure 5.3: Using the toolkit to capture color and depth data from a virtual scene.
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before capturing the real source data. We developed our acquisition tool
specifically to handle this second case.
With the acquisition interface, we thus aim to enable users to capture
both photographs and geometry from synthetic 3D scenes. Using the component’s graphical user interface, users can thus set up the cameras in the
scene and specify their parameters (e.g. resolution, field-of-view), before
launching the capture process. Modifiable variables include the number of
acquisition cameras, their parameters, and the setup’s size along each axis,
as well as the general camera layout: structured grid, sphere, or cylinder, as
inside-out or outside-in setups. Geometry can also be captured and stored,
either in the 3D mesh format or as a set of per-view depth maps.
For the program to store and interpret the acquisition camera parameters, we also developed a custom Camera Model component. Because many
users interested in virtual reality may want to work with 360° images, we
designed this camera model to handle both perspective and omnidirectional
projection types. The acquisition component can thus also be used to acquire 360° images of a virtual scene.
Interface for processing the photographs to create a 3D representation
The second step of our pipeline is to process the input data to obtain a
compact scene representation, which typically includes the initial color data
along with processed 3D information such as the camera parameters and
scene geometry.
Therefore, our processing interface enables users to select and apply
processing methods from a list of possible options. This notably includes

Figure 5.4: Using the toolkit to transform the input data into a compressed 3D representation ready for real-time rendering.
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launching command line calls to 3D reconstruction toolkits, so as to create
3D meshes as output, estimate camera poses and orientations, and undistort
the images. Our camera model thus intentionally does not include radial
distortion parameters: because a sparse reconstruction step is required to
estimate the cameras’ positions and orientations from the input images, we
expect this reconstruction phase to also undistort the photographs (as is
done for example in COLMAP [86]). Any real camera can still be used
to capture the images, provided that the selected reconstruction tool can
correctly estimate its parameters.
The second part of this step is then to compress the representation into
a compact Unity asset bundle, which can afterwards be loaded at render
time to instantiate the 3D object.
Interface for interactively rendering the scene representation
The third step of our pipeline is to select the rendering method to use
to display the generated scene representation. Then, by clicking Play in
Unity, the specified method will run to render the instantiated 3D object in
real-time in the VR system.
For most rendering methods, the graphical user interface also exposes
several parameters, which can be modified interactively to troubleshoot

Figure 5.5: Using the toolkit to render the scene by applying IBR methods.
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problems or to adapt the method to the given scene to enhance the visual
quality of the rendered views. Additionally, because many IBR methods are
based on blending color values from different images using blending weights
that depend on the user’s current viewpoint, we included an option that
enables visualizing the contribution of each camera in the blending field,
by assigning each input camera a different color (a visualization method
described for instance by Buehler et al. [11]).

Figure 5.6: Visualizing the contributions of each camera in the blending field using our
toolkit, each camera being assigned a different color.

Finally, for the selected rendering method and a selected input image,
the GUI enables comparing the view rendered in the input camera’s position with the original image (the source image itself being excluded for
rendering). We thus created a window that displays captured and rendered
image for the user to compare visually, and evaluation metrics can be applied to compare them on a per-pixel basis: for instance, we make available
the Cb + Cr error metric described by Waechter et al. [106], that computes
the sum of absolute differences between the images’ pixels for the Cb and
Cr channels in the Y Cb Cr color space, which we then display in the editor
using a visualization color map.

Figure 5.7: Comparing captured and rendered view based on the Cb + Cr error metric.
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5.2.2

From photographs to 3D representation

We now discuss the two main geometry processing solutions that we provide
in the interface. The first is based on reconstructing global 3D geometry by
making underlying command-line calls to free and open-source photogrammetry toolkits, via our GUI in Unity. This representation is suited for
rendering with a global texture map, in which case there will be no viewdependent highlights, or with IBR methods such as unstructured lumigraph
rendering [11], designed in contrast to be able to display such effects. The
second consists in creating one depth-based mesh per image, using as input a set of depth maps. This representation is tailored for rendering using
view-dependent algorithms such as disk-based blending [71].
Creating global meshes by 3D reconstruction
By design, our interface naturally complements 3D reconstruction toolkits:
indeed, it enables leveraging the dense geometry (e.g. 3D meshes and depth
maps) estimated by these toolkits to generate accurate novel views from
the original set of photographs. Therefore, in order to provide a seamless
pipeline from input photographs to rendered views, we decided to make
several functionalities of widely-used 3D reconstruction and mesh processing
tools accessible from within our package’s interface in Unity.
Choice of external tools
To do so, we added helper interfaces in which several useful commands
from popular external tools are proposed, and implemented the necessary
methods in Unity to enable easily launching command-line calls from the
editor. From the graphical user interface, users can thus modify the arguments of the command based on their preferences, before launching the
specified process.
We chose these external tools based on several common characteristics.
First, they must provide interesting 3D reconstruction or mesh simplification
functionalities. Second, they must be free and open-source. Finally, they
must be accessible via downloadable executable files, to ensure that any user
can launch them with no added difficulty.
Link to COLMAP
The first layer our pipeline required was sparse and dense 3D reconstruction, which is typically done using structure-from-motion and multi-view
stereo algorithms. To enable this functionality, we implemented helper commands for the COLMAP toolkit developed by Schönberger and Frahm [86]
and Schönberger et al. [87]. We chose COLMAP in part because we found
the documentation and tutorials to be quite complete, because we were able
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Figure 5.8: Making command line calls to COLMAP from within Unity, using our dedicated helper component with a custom interface.

to get familiar with its functionalities using its convenient graphical user
interface, and because it exhibits a large number of modifiable parameters
to fine-tune the reconstruction to the specific characteristics of the input
dataset. Additionally, it is robust, yield good results, and is widely-used by
research teams working in fields such as cultural heritage digitization: several recent comparative reviews of open-source software for reconstructing
heritage sites thus consider it one of the most interesting options currently
available for generating dense geometry from casually captured sets of images [78, 100].
From the input set of images, our standard pipeline thus uses COLMAP
to perform three important steps. First, COLMAP enables us to undistort
the input images, using sparse reconstruction methods to estimate distortion
parameters along with the positions, orientations, and other parameters (e.g.
field-of-view) of the acquisition cameras. Second, we store these recovered
parameters (for the undistorted images, i.e. considering pinhole cameras) in
a text file, using COLMAP’s file structure. We thus adopt this file structure
for COLIBRI VR in general: for example, our virtual acquisition tool stores
the camera parameters in the same text file format. Third, we finally use
COLMAP’s dense reconstruction capabilities to generate a 3D mesh of the
scene, stored in the .PLY mesh format.
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Links to Blender and Instant Meshes
To convert from the .PLY format to a .OBJ or .FBX format that Unity
can natively read, we had to rely on an additional resource. We chose
the open-source Blender software [157], as it has a very wide user base
and extensive documentation, and enables conversion to and from a wide
array of formats. Furthermore, Blender also provides a long list of tools for
optimizing 3D meshes, e.g. by applying decimation algorithms to reduce the
vertex count, which we found to be useful to reduce latency when rendering
the meshes for VR. Finally, we also added commands to rely on Blender to
UV-map the generated mesh, so as to be able to apply a global texture map
should we want to render it without view-dependent effects.
Additionally, we further extended the mesh simplification functionalities
accessible from within the toolkit by providing commands for Jakob et al.
[45]’s Instant Meshes retopology tool. Indeed, we found that Instant Meshes
was a quick and useful resource for obtaining smoother and more compact 3D
models, that could also efficiently be combined with Blender’s simplification
tools. This functionality is mostly relevant for outside-in capture of small
objects, that can be accurately represented using a uniform distribution of
triangles: in contrast, large scenes captured using inside-out setups are likely
to be best represented by assigning more triangles to closer objects.
Linking to new tools
By examining and replicating our helper interfaces for COLMAP, Instant
Meshes, and Blender, it is quite possible to include command line calls to
other reconstruction tools, should users have a specific preference for a given
software. In any case, the generated mesh can be instantiated in Unity so
long as its format can be converted to one understood by the game engine,
and the estimated camera models similarly simply need to be stored using
COLMAP’s file structure for COLIBRI VR to be able to interpret them.
Per-view meshes: our implementation of quadtree-based meshing
Like global geometry, per-view geometry can be captured or estimated from
sets of cameras with overlapping fields-of-view. This geometric data typically comes in the shape of depth maps, usually instantiated as 3D meshes
during rendering [42, 71, 90]. We thus also wanted to implement a processing
method that generates 3D meshes from an input set of depth maps.
As we described earlier (see page 70), an intuitive way of creating a 3D
mesh from a depth map is to transform each pixel in the depth map into a
group of four mesh triangles, with the triangles’ vertices positioned in 3D
space based on the corresponding distance values. This method is perfectly
accurate, and can easily be implemented on the GPU as a set of parallel
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operations. However, it creates a prohibitive amount of vertices/triangles,
and is generally sub-optimal: indeed, the depth map is likely to contain large
regions that could be approximated, without losing much information, by a
far smaller number of triangles. Therefore, the method we present here is
aimed at making the solution more compact, and thereby more performancefriendly, by reducing the vertex count of the created mesh.
Overview
Our optimized depth-based meshing process is based on the implementation of a parallel GPU algorithm as a custom compute shader, inspired by
the quadtree-based algorithm presented by Lee et al. [55].
The general idea remains the same as in the simple solution described
earlier: square blocks of the depth map’s pixels are transformed into groups
of 3D triangles, ultimately forming a mesh. However, instead of only triangulating blocks of the smallest size (i.e. the pixels themselves), the size
of the triangulated region here depends on the depth map’s content: larger
blocks may be considered if this approximation results in little loss of information. By triangulating one large block instead of all of the pixels that
compose it, we thus obtain a much more compact mesh.

Figure 5.9: An optimized version of depth-based meshing, that creates larger triangles in
areas where this generates little error, thereby reducing the total triangle count.

Partition into levels-of-detail using quadtrees
To obtain a set of blocks that partition the image with different levelsof-detail (LODs), we rely on quadtree division. For instance, a 4 × 4 depth
map will have three LODs (from fine to coarse: 4 × 4, 2 × 2, 1 × 1), defining
21 blocks (16 + 4 + 1) to consider for triangulation. To know whether a
group of four triangles can reasonably be created from the given block of
pixels, an error metric is then computed for the block and is compared with
a user-defined error threshold.
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Computations for each level of detail can here again be implemented
on the GPU as a set of parallel operations, since the blocks at each LOD
partition the image into independent regions. Additionally, to ensure that
the mesh is airtight, i.e. that there are no cracks, the algorithm also includes
a correction step by which created triangles can be subdivided so that their
vertices match their neighbor’s.

Figure 5.10: Creating airtight meshes. Left: without the correction step, holes appear,
letting the background (in magenta) show. Right: the correction, which subdivides the
triangles as necessary, ensures that there are no unintended holes.

Equivalent power-of-two
We want blocks of the finest LOD to consist of single pixels in the depth
map. To ensure this, the pixel grid on which to perform quadtree subdivision
has to be square and power-of-two. We therefore compute the next power-oftwo resolution that is equal to or greater than the depth map’s dimensions,
and define the quadtree blocks on a square pixel grid of this resolution. At
compute time, blocks are then discarded from consideration if they contain
pixels beyond the depth map’s dimensions. The edges of the final mesh may
thus consist of small triangles corresponding to the finest LOD if the original
depth map was not in a power-of-two resolution: this aspect of the method
leaves room for improvement.
Error metric
A block’s error value represents the loss of information that would occur
if one decided to triangulate this block instead of the finer-LOD child blocks
that it contains. If one had triangulated the child blocks, new vertices
would have been created at the center of the parent block’s edges: the
error is based on estimating the loss of information caused by not creating
these vertices. For each of the block’s edges, we thus compute the distance
between the edge’s center and the position of the discarded vertex. The
block’s computed error value is set as the maximum of these edge errors.
Additionally, a parent block’s error value must be higher than that of its
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children. The error value of a block is therefore set as the maximum of the
computed value and the error values of its children.
Fine-to-coarse then coarse-to-fine
In a first step, the implemented method computes and stores the blocks’
error values, by iterating on the quadtree LODs in a fine-to-coarse manner.
As described above, the error values of the finer-level blocks can thus be used
as minimum bounds for the parent blocks’ error values. Once these values
have been computed, a second step is launched, this time by iterating on the
LODs in a coarse-to-fine manner. For each level of detail, the error value is
checked against a given threshold, based on which one of two things happens:
either the error is low enough that triangles can be created for this LOD,
in which case the algorithm is finished for this block and its children; or
the error is still too high, in which case triangles cannot be created yet and
the child blocks have to be considered. Every time a triangle is created, its
neighbors are notified so that they can be subdivided adequately to ensure
an airtight mesh.
For both steps of the process, each LOD iteration is computed in parallel
on the GPU using a compute shader, ensuring a fast performance. Once the
shader has finished computing the output collection of triangles and vertices,
this collection is finally transferred to the CPU and used to create the output
mesh asset, which is stored on disk.
// / Computes an optimized mesh from a depth map .
Mesh ComputeMesh ( Texture2D depthMap )
{
int quadtreeDepth = Log2 ( depthMap . resolution ) + 1;
// Compute and store error values for all the blocks .
for ( int lod = 0; lod < quadtreeDepth ; lod ++)
C o m p u t e E r r o r V a l u e s ( depthMap , lod ) ;
// Iterate over the blocks starting by the coarser levels of ←detail , and , using the computed error values , add triangles ←as soon as the error is small enough .
for ( int lod = quadtreeDepth - 1; lod >= 0; lod - -)
G e n e r a t e V e r t i c e s A n d T r i a n g l e s ( lod ) ;
// Transfer the data from GPU to CPU .
Mesh outMesh = G e t V e r t i c e s A n d T r i a n g l e s () ;
return outMesh ;
}

Listing 5.1: Pseudo-code for the meshing process.

5.2.3

From 3D representation to rendered views

The next step is to render accurate photorealistic views from the generated
3D meshes. In this section, we thus present the two main implementations
we propose in the COLIBRI VR toolkit. The first is our implementation of
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Buehler et al. [11]’s unstructured lumigraph rendering algorithm, which we
slightly adapted to achieve higher framerates for VR. The second is our implementation of Overbeck et al. [71]’s disk-based blending method, of which
we implement a version slightly less optimized than the authors’ original
method. Both implementations are capable of rendering view-dependent
effects from the geometry and input images: however, the first is tailored
for a single global mesh, while the second is designed to render overlapping
per-view meshes created from depth maps.
Our implementation of unstructured lumigraph rendering
The unstructured lumigraph rendering algorithm is a good baseline for viewdependent image-based rendering. Indeed, it efficiently demonstrates the
potential of such methods for photorealistically replicating visual highlights
and reflections, and has frequently been used by recent works as a reference
point for comparison [41, 42, 64]. Therefore, we decided to implement our
own version of ULR using vertex/fragment shaders.

Figure 5.11: Our implementation of ULR applied to render an online set of photographs
(dataset by Chaurasia et al. [14]) as a virtual scene with view-dependent effects in VR.

Our implementation essentially applies the ULR vertex and fragment
operations described by Buehler et al. [11]. In the vertex stage, weights are
computed for each of the source cameras (one for each input image), quantifying the relevance of each camera’s contribution to the color of the given
vertex. This is called the camera blending field. It is used in the fragment
stage, where the output color is computed as the weighted contribution of
the n images most relevant for the given fragment, where n is a parameter
that can be chosen in the graphical user interface.
Relevance metric and computing the blending field
Relevance is here defined based on the considerations outlined in the
original publication on ULR [11]: we give more weight to cameras in which
the vertex is seen from an angle similar to that of the current viewpoint, and
that are closer to the given vertex (to select higher-resolution information),
while discarding those in which the vertex is occluded by another object.
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Array < Camera > _ SourceCa meras ;
float3 _ViewerPos ;
float _Max BlendAng le ;
float _R0 1;
// / Computes the blending field in a given 3 D point .
void C o m p u t e B l e n d i n g F i e l d ( float3 point )
{
foreach ( Camera cam in _SourceC ameras )
{
// Per - point view selection : check if camera valid .
if ( C a m e r a I s V a l i d F o r P o i n t ( cam , point ) )
{
// Compute relevance , and add camera to selection of←n cameras if higher weight .
C o m p a r e C a m e r a R e l e v a n c e ( cam , ...) ;
}
}
// The n most relevant cameras are selected . Refine weights .
R e f i n e W e i g h t V a l u e s F o r B l e n d i n g (...) ;
}
// / Returns the blending weight for a given point and camera .
// / ( Actual code separates this into two parts .)
float ComputeWeight ( float3 point , float3 srcCamPos , float maxDf )
{
float3 camToPoint = point - srcCamPos ;
float3 viewerToPoint = point - _ViewerPos ;
// Compute an angle difference ( normalized ) .
float angDiff = abs ( G e t A n g l e B e t w e e n V e c t o r s ( viewerToPoint , ←camToPoint ) ) / _M axBlendA ngle ;
// Compute a distance factor ( normalized ) .
float resDiff = max ( 0.0 , 1.0 - length ( viewerToPoint ) / ←length ( camToPoint ) ) ;
// Combine the factors .
float angResDiff = ( 1.0 - _R01 ) * angDiff + _R01 * resDiff ;
// Compute the final weight .
float weight = max ( 0.0 , 1.0 - angResDiff / maxDf )
return weight ;
}

Listing 5.2: Pseudo-code detailing how we compute the blending field.

More specifically, we start the rendering process with a view selection
step, during which several validity checks (see for instance Erat et al. [28]’s
validity function) are performed to exclude irrelevant source cameras. For
instance, at the start of every frame, we thus exclude from the blending field
any source camera facing in the direction opposite to the viewer’s current
orientation, because such a camera could not have captured any surface visible in the rendered view. Additionally, when selecting the cameras most
relevant to provide color in a given 3D point, we exclude those with a pose
and field of view such that the point would have fallen outside of the corresponding image. In the same way, if there is too large a dissimilarity
between the point’s 3D position and the recorded depth value in a given
source image, then it is likely that in this image the point was occluded by
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another object: therefore, the corresponding source camera cannot provide
relevant color information in this point. Using these validity checks, we thus
prevent incorrect color information from being included during blending.
Then, if the checks are validated, we compute the blending field using a
weight function similar to the one described by Buehler et al. [11], frequently
adapted by recent works (such as those of Hedman et al. [42] and Mildenhall
et al. [64]). We thus calculate the weight of a given camera in a given 3D
point as the weighted sum of an angle term and a distance term. The
angle factor is set to vary with the opposite of the absolute angle difference
between two rays, (1) the ray from the render camera to the 3D point and (2)
the ray from the render camera to the source camera. This notably ensures
that the weight is set to its maximum value if the angle difference is equal
to zero: indeed, a zero-value angle difference means that the ray from the
viewer to the 3D point goes through the source camera, thereby justifying a
maximum weight for this camera. Conversely, if the angle difference is high,
then another source image is likely to provide more relevant information:
the weight is set to a low value. Then, we compute the distance factor, set
to vary with the inverse of the distance separating the 3D point and the
source camera’s position. This is used to give more weight to images that
were captured by cameras closer to the point, that are more likely to have
seen the point with higher resolution. By finally combining the angle and
distance factors, we thus obtain an output weight designed for rendering
view-dependent effects while also prioritizing high-resolution information.
Interpolating between vertex and fragment
We propose two versions of the method. The first computes the blending
field in the fragment stage, which is likely to yield better results, but is also
much more computationally expensive. The second computes the blending
field in the vertex stage instead to enhance performance, in which case the
blending weights of each camera have to be interpolated between the vertex
and the fragment stage, in order to obtain blending weights in each fragment.
For this second version, the simplest way to perform the interpolation
is to pass the values computed in the vertex stage using the built-in interpolators. However, this approach cannot work if there is a large number
of source cameras, because there is only a restricted number of built-in interpolators. Alternatively, because only n source cameras are used in the
final blend, we instead propose to only pass the n most important blending
weights. To do this correctly, the blending weights have to be sorted, and
we need the weighting order to be the same in every vertex in the triangle
to make sure that the interpolation is performed for the blending weights of
the same source. Therefore, we added an intermediate geometry stage in our
implementation, in order to perform these operations. We thus effectively
transfer the blending field between the vertex and fragment stages.
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Computing the blending field over several frames
Because VR requires high framerates for comfortable viewing, we also
modified the original algorithm to better maintain rendering at interactive
speeds, by adding a parameter in the graphical user interface that enables
spreading the computational load over several frames. Therefore, instead of
computing blending weights for each of the mesh’s vertices at every frame,
the method adaptively diminishes the number of vertices it has to process
per frame if the framerate falls below a given threshold, using a sliding
window to iterate over the entire set over the next few frames. Using this
method, it thus takes at most m frames to update the appearance of the
entire mesh, where m can be specified by the user in the GUI (it should
remain relatively small for the difference to hardly be noticeable).
Note that the vertex/fragment shader is still called even in areas for
which the blending weight is not updated, to ensure that the mesh is still
displayed. In vertices where the blending weights have not been updated,
the color is thus given by the previous blending field, stored in a buffer.
Therefore, we assign each render camera a buffer in which to store the
blending field for each vertex of the rendered mesh, along with a script to
update this buffer with newly-computed blending weights.
Our implementation of disk-based blending
We also implemented a disk-based blending method inspired by the work of
Overbeck et al. [71]. This algorithm renders each per-view proxy one after
the other, thereby consecutively adding to the rendered image’s color. Each
added color value is then scaled by a blending weight, computed based on
considerations similar to those used to compute the weights of unstructured
lumigraph rendering: the blending weight is what will help render captured
specular highlights during head movement. The total weight of an output
pixel is stored in the texture’s alpha channel, so that the output color values
can be normalized after all per-view proxies have been drawn.

Figure 5.12: Our implementation of disk-based blending applied to render a light field
on image planes (dataset from the Stanford Light Field Archive [155]). Left: disks (one
in red) appear when using a small angle threshold. Middle: the focus can be changed
interactively. Right: view-dependent highlights (one in red) appear during motion.
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Blending procedure
In ULR, the output color in each point was computed as a weighted combination of colors from the n most relevant images. In our implementation of
disk-based blending, we perform a slightly different blending procedure: each
input image is projected into the scene based on underlying geometry, with
different weights assigned to different areas of each image to ensure that the
parts most relevant for the current viewpoint are given more weight. Specifically, an angle factor is used such that weights are distributed on each image
in the form of disks centered around the point of the image most relevant
given the user’s current head position, with weight values gradually falling
off near the edges of the disk. All of the displayed color information is then
combined based on these weights.
With this implementation, our version of the method thus provides less
direct control than ULR: one cannot ensure that every point will be provided
with color from at least one camera, nor impose that at most n cameras will
contribute to its color. For instance, some areas of the scene may fall beyond
the areas covered by the disks, thereby not being rendered at all. Conversely,
should one increase the disk size (by increasing the angle threshold) to provide color to these areas, other zones may blur away view-dependent effects
due to too large a number of overlapping disks. For structured setups, this
issue can be improved upon by adapting the initial shape of each disk based
on the positions of the nearest source cameras, as was done by the authors of
the original algorithm on their custom camera setup [71]; similar heuristics
could also perhaps be developed for the general unstructured case.
Nonetheless, disk-based blending remains particularly interesting in that
its design makes it both fast enough for VR and capable of scaling relatively
well to large numbers of images. Indeed, each image is weighted independently from the others, with no need for computationally expensive steps
such as ULR’s loop over all images to select only the most relevant. This
method can thus be an interesting alternative when having to render viewdependent highlights in a scene captured from a large number of viewpoints,
that generally performs similarly to ULR in terms of visual quality.
Depth testing challenges and original strategy
When per-view depth information is available, the algorithm is thus designed to blend overlapping per-view meshes. However, finding the right
form of depth testing is a challenge, as three potentially conflicting goals
come into play. As a first goal, we want closer surfaces to occlude those behind them. This is true even within a single mesh: because per-view meshes
are potentially non-convex, self-occlusions have to be handled. However, as
a second goal, we do not want stretched triangle artifacts from one mesh to
occlude relevant visual information from another. Moreover, as a third goal,
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we do not want one per-view mesh to occlude another representing the same
object, as both may contribute relevant color information during blending.
Such occlusions are likely to happen, because per-view meshes representing
the same object are expected to closely overlap in 3D space. Therefore,
while depth testing cannot be disabled completely (due to the first goal),
the standard z-test is inadequate (for the second and third goals).
To solve this, Overbeck et al. [71] thus propose keeping the depth test
within each mesh (i.e. handling intra-image occlusions, which achieves
part of the first goal) but removing it when comparing meshes (i.e. ignoring inter-image occlusions, which achieves the second and third goals).
Implementation-wise, this is done by keeping the z-test overall, but rendering each per-view mesh consecutively to a different depth range, so as to
ensure that later meshes are always drawn on top of previous ones and thus
that no surface is discarded.
We implemented this strategy in Unity by relying on command buffers,
as they give us control over the order of the rendering operations. In this
way, we can apply the authors’ strategy of scaling the proxies’ depth values
to ensure that those rendered later always appear on top of those rendered
first. We then unscale these values when finally writing to the depth buffer,
so as not to incorrectly write over virtual objects that have been drawn
before nor prevent future objects from being drawn correctly.
Soft depth test with stretched triangle detection
We also implemented slight modifications to this strategy. Indeed, one
of its drawbacks is that it may result in colors from unrelated objects being
blended together, because inter-image depth testing is removed completely.
Instead, we propose using a soft depth test - i.e. that discards data only
if it is beyond a given distance of the already written depth, which is less
harsh than the standard z-test - to detect inter-image occlusions. This helps
better achieve the first goal, while not causing a challenge to the third one
(as standard depth testing would have). To prevent this soft depth test from
causing occlusions by stretched triangles (i.e. to achieve the second goal),
we then implemented a heuristic for detecting disocclusion edges, which we
use to remove the stretched surfaces completely. In this way, we reasonably
achieve all three goals.
In Unity, we thus implemented a soft depth test using a ping-pong buffer
system to read and write depth in the rendering shader. Additionally, to
detect whether a given triangle is likely to result in a stretching artifact due
to being at a sharp depth edge, we integrated the orthogonality and triangle
size tests presented by Pajarola et al. [72]. The orthogonality test checks
whether the angle difference between the triangle’s normal and the direction
from the source camera to the triangle’s center is below a given threshold.
The triangle size test checks whether the triangle’s size, modulated by the
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distance of its center to the source camera, is below a given threshold. If
both tests are passed, the triangle is not considered problematic; otherwise,
it is classified as part of a disocclusion boundary, and can thus be removed
(during processing or rendering) as necessary.
Rendering light fields on image planes
Beyond depth-based meshes, this method can also easily be adapted to
render light fields on image planes, when no estimated geometry is available.
Each image is thus projected as a quad in 3D space, at a given focal distance that separates it from the corresponding camera center. Images are
then blended wherever they overlap, using the disk-based blending weights
described above. This representation is essentially interesting when considering sets of images densely packed together, e.g. datasets captured using
light field camera systems with small baselines [155]. Indeed, in this case,
the lack of geometry can be compensated by the dense sampling of visual information, combined adequately using the view-dependent blending weights.
As before, these weights also ensure that specular effects are rendered as the
viewer moves around. Additionally, if the images are taken by perspective
cameras facing in the same direction, the focal distance parameter can be
increased or decreased to put different parts of the scene into focus, as the
images are blended together at different depths [155]. Finally, drawing the
scene in this way is particularly interesting for performance reasons: indeed,
quads are fast to render due to their small number of vertices, and, because
the different images use the same 3D proxy, GPU instancing can be applied
to render the entire set in a single draw call.

5.2.4

Helping the toolkit grow

To encourage the toolkit’s growth as a shared open-source project, we released our code on GitHub [127] in the form of a Unity package, and created
a corresponding documentation website, web forum, and video tutorials.
Release and documentation
The first working version of the toolkit was uploaded to GitHub in early
March 2020. The documentation website quickly followed, and the first
tutorial videos were uploaded by the end of the same month. We also shared
the release of the toolkit on professional platforms and demonstrated it
during the virtual IEEE VR conference.
We chose to release our code on GitHub essentially because it is one of
the most popular code-sharing platforms, and easily enables users to point
out issues and contribute to the project. Additionally, we found it to be
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convenient for sharing Unity packages, as packages uploaded to GitHub can
immediately be imported into a Unity project using the corresponding URL.
On the documentation website, we give information on the file structure,
installation procedure, method implementations, and shader code. We also
provide links to image datasets, and answers to frequently asked questions.
As for the tutorial videos, they mostly cover example pipelines for going from
photographs to rendered scene, e.g. demonstrating how to use COLIBRI VR
to render view-dependent effects using each rendering method.

Figure 5.13: Screenshot of the main page of the documentation website.

Adoption and feedback
Multiple content creators have expressed interest in using the toolkit since
its release, contacting us by mail and asking questions on the web forum.
Several authors have also shared videos with us to demonstrate their use
of COLIBRI VR’s features. Additionally, one researcher external to our
team has submitted contributions to the GitHub project, notably helping
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fix cross-platform compatibility issues. All of this provides hope that the
toolkit may effectively help promote the use of IBR for VR content creation,
and be used as a tool or source of inspiration for future research projects.
The main paths for improvement pointed out by this user base, beyond
bugs and minor issues in the pipeline, were linked to accessibility to a larger
number of platforms. Indeed, we developed COLIBRI VR on Windows 10
using DirectX as a graphics API, and thus several features did not initially
work correctly on other platforms: some of these issues have since then been
fixed, but others still remain to be checked. Additionally, one user expressed
interest in using our toolkit’s features within other game engines: this would
indeed be an interesting path for future work, and we do hope that others
will succeed in releasing similar tools that can be accessed by an even wider
base of content creators.

5.3
5.3.1

Evaluating the toolset’s usability
User study design

We now present a study we led using a pre-release version of the toolkit
in order to assess how potential users perceive its ease of use and visual
performance. This study took the form of a short practice session, in which
participants were tasked with capturing photographs of an object then following provided documentation to create a virtual replica that they could
ultimately render and view in a VR head-mounted display.
This study was less formal than the ones we had led before. Our goal was
to verify whether users could follow the end-to-end pipeline in reasonable
amounts of time, and to collect feedback on the interface and documentation.
Application context
As a practical backdrop for this study, we partnered with our university’s
mineralogy museum [144]: participants were thus tasked with capturing and
rendering a mineral of their choosing in the museum’s collection, with an
emphasis on recreating the mineral’s visual properties (semi-transparence,
highlights, etc.). As a guideline, users were told to take between 15 and 25
photographs of the selected item.
Protocol
Participants were guided in a complete practice session, using the toolkit to
process their photographs and ultimately viewing the rendered scene in a
head-mounted display. To do so, they were tasked first with capturing a specific object using a photo camera, then with following the toolkit’s documentation to render this object in VR. They were told to ask the experimenter

5.3. EVALUATING THE TOOLSET’S USABILITY

119

Figure 5.14: Rendered views of minerals captured by the participants.

for guidance only if there was something they did not understand. After
having successfully rendered their data, participants observed the rendered
object in VR for several dozens of seconds using a HTC Vive head-mounted
display. They then answered a post-test questionnaire consisting of openended and 7-point Likert-type questions related to ease of use, time spent
processing the source data, and visual quality of the results. Participants
also provided oral feedback by interacting with the experimenters after completion of the protocol.
The study was initially designed in two phases: based on the feedback
collected from a first group of participants, changes would be made to the
project, and a second trial would be led on the modified version. By formally
comparing the two versions based on users’ performance and assessments,
we could thus evaluate whether our implemented changes had resulted in a
significant improvement of the toolkit’s usability.
After leading the protocol on the first few participants, however, we
decided to modify this design. Indeed, the collected feedback was quite
redundant, with users consistently pointing to the same major flaws in the
interface and documentation. We thus realized that we were likely to get
little complementary feedback if we continued testing on this first version,
whereas we could obtain new suggestions if we tested a second version that
already corrected the specified flaws. Consequently, we decided to replace
the two large user groups with multiple small groups instead, in a study
resembling iterative design: by implementing changes after each small group,
we could indeed test many more iterations of the project, and thus collect
more diverse feedback. This study plan was therefore more relevant to help
us rapidly create a more qualitatively robust version of the project.
Consequently, we led the study and collected feedback from user groups
that were quite small in number (2 to 3 participants), and used this feedback
to improve the interface and documentation, thereby creating a new version
for the next group to test.

120 CHAPTER 5. AN ACCESSIBLE IMAGE-BASED VR INTERFACE

5.3.2

Results and discussion

15 volunteers (3 female, 12 male) aged 24 to 61 (M = 31.40, SD = 10.20)
took part in the study, testing 6 iterations of the project. Most were either
museum staff or university-level students and researchers. None worked in
fields directly related to IBR.
User feedback
Overall, a majority of suggestions concerned how to improve the documentation, in its content, layout and illustrations, although it was generally found
to already be quite clear. As for the interface, it was generally considered
easy to use, although Unity’s layout was perceived by several users as being initially quite intimidating. Time-efficiency was consistently rated quite
high and specified as one of the toolkit’s strong points. Rendering quality,
on the other hand, was a more divisive matter: multiple users were very
enthusiastic to see their photographs rendered as an interactive object in
VR, but several others were disappointed by the presence of visual artifacts.
In general, these results thus seem to indicate that no step was perceived as
prohibitively complicated or unsatisfactory.

Figure 5.15: Questionnaire results for the informal study.

Users’ written and oral suggestions were also quite helpful in modifying
the project. They were mainly used to improve the documentation, which
was dramatically changed, especially between the early iterations. A suggestion from members of group 3 also led to a major change in the interface,
encouraging us to design the helper interfaces that the toolkit now proposes
for launching underlying command-line calls to reconstruction tools from
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within the GUI in Unity (whereas in the first iterations of the study, participants had to use these tools’ own GUIs to apply them, which steepened
the learning curve and thus diminished participants’ performance).
User performance
As for objective performance, the total time it took participants to process
and render their data using COLIBRI VR drastically fell after the first series
of improvements, before stabilizing at around 18 minutes, which we believe
is a satisfying result for novice users. Furthermore, users’ estimations of
elapsed time were also generally inferior or close to the ground truth, which
is consistent with the ratings of time-efficiency.

Figure 5.16: Evolution of the time it took participants to complete the protocol as we
improved the interface and documentation between user groups.

Conclusion
Overall, participants were thus able to complete the protocol in reasonable
time frames, and their feedback enabled us to improve the interface and
documentation in a seemingly effective way. Now remains to be seen how
our released toolkit will effectively be used by the research community; in any
case, we hope that our work on COLIBRI VR will encourage VR researchers
to further study view-dependent image-based solutions, and will facilitate
the use of these methods by non-technical experts.

122 CHAPTER 5. AN ACCESSIBLE IMAGE-BASED VR INTERFACE

Chapter 6

Recreating a museum in
virtual reality
6.1

Overview

The development of COLIBRI VR provided us with the set of tools required
to recreate visually complex real-world scenes as immersive virtual environments. Our objective was now to apply these tools on a concrete use case,
and build upon them to study research questions related to multi-view capture and rendering for 6-DoF VR. Specifically, our research question was
as follows: to what extent do viewers perceive multi-view image-based VR
environments with a limited viewing volume (i.e. that fade out beyond a
given distance) as being realistic and immersive? Most notably, we aimed
to examine whether users’ perception of photorealism and place illusion is
significantly impacted by the size of the volume and the rendering of viewdependent highlights.
Therefore, we present in this chapter our study of realism and place illusion in multi-view image-based immersive virtual environments, with a focus
on investigating the impact of rendering view-dependent effects and extending the size of the viewing volume. As a backdrop for our study, we used
our interface to create a virtual reconstruction of our university’s mineralogy museum, as minerals provide an interesting use case for view-dependent
image-based rendering. We thus also discuss in this chapter our experience
capturing and rendering both the individual items in the museum’s collection and the main gallery of the museum itself, which we achieve using our
toolkit and a custom-built multi-camera rig.
Research contributions
The 2020 pandemic context delayed the completion of our multi-camera
rig and subsequent user study. As a result, our investigation was finalized
123
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only after submitting the initial manuscript. Therefore, we presented the
results of this last study during the PhD defense, but these results could not
be evaluated by the jury in their report on the manuscript, and, accordingly,
we do not include them here. The study and its results will be presented in
an upcoming publication.
Our main research contributions are as follows. First, we discuss and
demonstrate solutions for capturing and rendering both a mineral collection and a museum space to obtain photorealistic virtual assets that can be
viewed in an immersive head-mounted display. Second, we describe the design of a user study aimed at studying the perception of place illusion in the
recreated scenes under different viewing conditions, namely comparing with
and without rendering the captured highlights, and evaluating the impact
of fading out at distances closer or further away.

6.2
6.2.1

Multi-view rendering in a museum context
Recreating a mineral collection

In our earlier study, minerals had proven to be an interesting object to
render with view-dependent IBR, outlining a use case for which multi-view
setups are decidedly a more relevant solution than the easier-to-use and less
costly alternative of 360° capture. Therefore, we decided to further explore
the possibility of recreating the mineralogy museum’s collection in VR.
View-dependent effects, museums, and minerals
The enhanced ability to faithfully recreate the appearance of visually complex surfaces is one of the defining advantages of multi-view capture. Indeed, to our knowledge, very few methods exist that are capable of doing
so without relying on at least a few images taken from multiple viewpoints.
State-of-the-art techniques for rendering novel views of objects with specular highlights [15] and transparency [56] thus most often rely on at least two
photographs of the object seen from different angles, so as to clearly exhibit
the view-dependent effect in the input data.
Additionally, rendering captured view-dependent effects is most interesting when photorealism is key to the application’s goal. It thus seems
particularly relevant for educational experiences, such as virtual museum
tours. Indeed, not only are museum collections likely to comprise objects
that display complex visual effects - such as highlights on the gold mask
of Tutankhamun, reflections on the mirrors of the Palace of Versailles, or
the distortion of light going through semi-transparent crystal vases at the
Baccarat Museum -, but the context of a museum’s educational mission may
also specifically encourage a focus on visual accuracy. In such a scenario,
multi-view capture and image-based rendering may thus be the right tools to
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accurately recreate such visual effects for immersed users virtually viewing
the museum’s collection from afar.
In our case, MINES ParisTech’s Mineralogy Museum was a particularly
interesting use case, as the collection comprises “around 100,000 samples, including 4,000 on exhibit, and over 2,900 species of minerals” [144], presented
in an 80-meter long gallery overlooking the Luxembourg Gardens in Paris.
In such a wide collection, we were easily able to find items that exhibited
interesting forms of highlights, reflections, and translucency, and attempt to
recreate them for viewing in virtual reality.

Figure 6.1: The university’s museum exhibits a wide array of minerals, presented inside
large display cases positioned within a gallery on the first floor (screenshots of the main
video on the museum’s website [144]).

Rendering individual minerals in the collection
Consequently, we now present how we further developed our solution for
rendering the individual minerals in the museum’s collection.
The need for an improved capture procedure
In the course of our previous study, we had tasked participants with
taking pictures of the minerals in their usual positions within the gallery:
in most cases, the items were thus inside glass display cases, or against a
wall on a pedestal. Such a constraint was necessary, as we could not risk
damaging rare or precious items by moving them around to capture the
photographs.
However, this also inevitably degraded the quality of the output views, as
our implemented methods generated ghosting artifacts that blended the captured background and the edges of the mineral, and inaccurately projected
captured reflections on the display case windows onto the reconstructed object. As a result, in a preliminary study we led to investigate the usefulness
of rendering view-dependent effects, several participants thus reported that
they instead preferred the minerals rendered using a static texture map,
because in this condition no visual artifacts appeared during head motion.
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This was contrary to our expectations, and thereby encouraged us to establish a different capture procedure.

Figure 6.2: Photographs captured from a visitor’s standpoint were not ideal for recreating
individual minerals, as they also captured undesirable effects such as reflections on the
glass cases, and thus inevitably caused the creation of visual artifacts.

Virtual minerals from high-quality photographs
Consequently, we led a second attempt, using high-quality photographs
of several minerals of interest captured individually and on a uniform background. The museum’s curators kindly agreed to capture these photographs
and transfer them to us: the minerals were thus moved into a dedicated light
box by museum staff, captured from multiple angles using a high-resolution
hand-held camera, and returned into their display cases.
These photographs were a much better fit for our reconstruction and
rendering pipeline. Each mineral’s 3D shape could be recovered with high
accuracy, and, using our toolkit, could be rendered with photorealistic highlights in VR. Additionally, because the photographs were captured on a
uniform background, we were able to prevent artifacts from becoming visible at the object’s edges simply by placing the reconstructed mineral within
a virtual sphere of the same color as the background. In this way, we obtained interactive virtual minerals that users could pick up and observe from
multiple angles, fit for viewing as part of a VR museum experience.

Figure 6.3: Using photographs provided to us by the museum’s staff, we were able to
obtain far more accurate results. We presented the recreated minerals and interactive VR
museum prototype as a research demonstration at an academic conference [22].
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Recreating viewpoints in the museum’s gallery

Now that we had a satisfying representation for the minerals, the next step
was to improve the way we captured and rendered the gallery itself. So
far, in our interactive VR museum prototype, we had positioned viewers
within a part of the gallery captured using a 360° camera and rendered as
a depth-based mesh, a representation which showed stretching artifacts and
could not be rendered with view-dependent highlights. To improve upon
this representation, we decided instead to rely on multi-view capture and
rendering. This led us first to design a multi-camera system for inside-out
capture, then to use COLIBRI VR’s interface to render the captured scenes
in virtual reality.
A multi-view camera system for inside-out capture
The specifications for our inside-out camera system were as follows. We required the system to be capable of capturing large numbers of photographs
at the click of a button, such that the photographs could then be processed
by existing 3D reconstruction tools to generate a complete 3D environment
fit for rendering using our implementation of unstructured lumigraph rendering. The system also had to be relatively lightweight and portable, so as
to enable capturing viewpoints within the museum’s gallery located on the
first floor of the building. Finally, we required the camera layout to enable
recovering visual data in all directions, with the potential exception of small
areas at the zenith and the nadir deemed less essential.
We led the project in collaboration with a colleague recruited specifically
to work on developing the camera system, with whom we conducted the
design and testing phases. This colleague developed the capture software
and assembled the rig’s hardware, thereby enabling us to focus on refining
the rendering method and on designing the user study.
Virtual design and prototyping
Several versions of the system were tested using a virtual capture and
reconstruction procedure. We thus captured photographs of a sample 3D
scene - a virtual room of dimensions similar to several of the rooms in the
museum’s gallery - in the Unity [159] game engine using a given camera layout. We then processed these photographs using the default reconstruction
pipelines provided by COLMAP [86], Meshroom [117], and RealityCapture
[122], and rapidly evaluated each design based on the quality and completeness of the reconstructed 3D models. For this prototyping phase, we used
camera models with a field of view of 62.2°×48.8° and an output image resolution of 2048×1536 pixels, which are the specifications of the Raspberry
Pi [126] camera modules we expected to use.
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As a result of this process, we selected the following design. Our system
relied on 40 cameras in total, arranged in a vertical cylinder 60cm in diameter
by groups of 8 cameras on 5 circular levels. At each level, the cameras were
arranged radially facing outwards: the horizontal arc separating each camera
from the next thus formed an angle of 22.5°. The cameras on each level were
also tilted vertically with angles respectively of -40° (bottom level), -20°,
0°, +20°, and +40° (top level), so as to obtain increased visual coverage,
at the cost of reduced camera overlap. The center level was designed to be
positioned at a height of around 1.65m (near average eye height). Each other
level was positioned 10cm above or below the previous one, and rotated so
as to offset the cameras by half of the 22.5° arc. Testing on the sample scene
validated that this design could be combined with 3D reconstruction tools
to ultimately obtain a complete 3D model of the captured scene, with only
slight holes at the zenith and the nadir.
Building the multi-camera system
For reasons of size, weight, cost, and efficiency, we chose to build the
system using 40 Raspberry Pi portable computers connected to Raspberry
Pi camera modules. Octagonal wooden plates were used to support the 5
camera levels. The system was positioned atop a wooden frame to elevate
the cameras to the desired height, and mounted on wheels to be moved
around easily. Shelves were also added to the frame to store the heavier
hardware components (Ethernet switches, batteries, etc.).
Using the resulting system, we could thus capture 40 photographs at the
click of a button, by connecting to the cameras via WiFi from a custom in-

Figure 6.4: Left and middle: our custom-built multi-camera rig, with close-ups the rotating system of wooden plates. Right: camera poses and sparse point cloud estimated in
COLMAP after capturing a scene using several intermediate rotations.
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terface in Unity. By rotating the system around its vertical axis at fractions
of the horizontal angle separating two cameras, we could also multiply the
number of captured photographs, so as to ensure that the coverage of the
scene’s visual data be as dense as necessary.
Rendering a viewpoint in the museum’s main hall
We applied our custom-built multi-camera rig to recreate a central viewpoint
within the museum’s main gallery. The scene contained multiple reflective
surfaces, most notably the glass display cases and the minerals themselves.
Therefore, by rotating the system of wooden plates at regular intervals, we
were able to capture a relatively dense sample of view-dependent highlights.
However, while we could thus enhance final rendering quality by rotating the
system to capture more photographs, this also increased processing time
and rendering latency. Consequently, we led several reconstructions with
different image counts to find the trade-off we were most satisfied with.
Ultimately, for our user study, we thus decided to capture the museum
viewpoint using 8 rotations, i.e. 320 photographs. Using our multi-camera
rig, we were able to lead this capture process in about 15 minutes.
Generating 3D models from the captured photographs
To reconstruct a 3D model of the captured scene, we decided to rely on
COLMAP [86, 87], which had consistently achieved satisfying results during
testing. We were thus able to recover intrinsic parameters, positions, and
orientations for every camera. The software’s dense reconstruction step also
provided us with a plausible 3D model of the scene, which we simplified and
cleaned up using Instant Meshes [45] and Blender [157]. Because part of our
study consists in comparing the scene’s appearance with and without viewdependent highlights, we also applied the global texture mapping method
we had implemented in COLIBRI VR to generate a texture map for the
scene (since COLMAP does not texture the output model).
Applying our implementation to render the scenes
We then rendered this model with view-dependent highlights using the
implementation of unstructured lumigraph rendering we had made available
in COLIBRI VR [23]. Using our interface, we were thus able to render the
scene at framerates of more than 60 frames per second in an HTC Vive
head-mounted display. Specular highlights and reflections effectively became
visible on the facets of the minerals and on the glass display cases: we could
now lead our user study.
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Figure 6.5: Left: view rendered using unstructured lumigraph rendering, and close-ups
when moving to different viewpoints. Right: views rendered using a global texture map,
and close-ups equivalent to those on the left.

6.3
6.3.1

Perception of photorealism and place illusion
User study design

Several previous works in the field of image-based VR with motion parallax
have described applying a fade to black to constrain users’ effective viewing
volume to a small range around the central viewpoint [71, 90]. This strategy
is indeed quite relevant when the quality of the rendered views degrades with
distance from the center, as is the case with visual artifacts linked to the
lack of geometric accuracy as one moves away from the point of capture: in
this situation, constraining the viewing volume to a small area ensures that
the rendered views always achieve a high level of accuracy.
However, it also seems reasonable to assume that such a strategy may
negatively impact place illusion: if the world around the viewer fades out,
this world may indeed seem less engaging, less real. Consequently, we decided to lead a user study to investigate the extent to which constraining the
viewing volume effectively appears to impact viewers’ sense of being there.
Additionally, while many research works have demonstrated systems for
rendering view-dependent effects [10, 41, 71], very few appear to have effectively investigated viewers’ response to these effects. Therefore, we also
aimed to study the extent to which rendered view-dependent highlights are
noticed and appreciated by users.
Hypotheses
We defined two study hypotheses:
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(H1) That larger viewing volumes should provide participants with a stronger
sense of place illusion, due to the virtual location not fading out as the
viewer moves away.
(H2) That scenes rendered with view-dependent effects should provide participants with a stronger impression of photorealism, due to the corresponding increase in fidelity with regard to the real-world scene.
Sample data
To study these hypotheses, we relied on two scenes. In one scene, viewers
were shown a virtual mineral we had recreated from the photographs captured by the museum’s curators (see page 126). This was used to study
H2, by rendering the mineral with or without view-dependent highlights.
In the other scene, users were shown the recreated viewpoint captured in
the museum’s gallery using our multi-camera rig (see page 129). This was
used to study both H1 and H2, by varying the size of the viewing volume
between participants, and showing the scene successively with and without
view-dependent effects.
Variables
To study these hypotheses, we thus relied on several variables.
Independent variables
To study H1, we considered as a first independent variable the fade radius
of the viewing volume. Specifically, we gave this variable one of three levels
in our user study:
• 20cm: the empirical limit until which view-dependent effects still seem
to appear, given our 30cm capture radius. This value is also relevant
in that it is close to those given by recent works [71, 90].
• 50cm: intermediate radius, that does not seem extremely constraining. However, within the second half of the viewing volume, viewdependent effects are no longer accurately rendered.
• 100cm: volume which we considered to be a reasonable upper bound,
given our 2.5m×2.5m tracking space.
Whichever its value, the scene linearly faded out when moving beyond this
radius, over a fixed 5cm distance.
To study H2, we considered as a second independent variable the rendering condition, with view-dependent highlights (using our implementation of
ULR) or without (using only the global texture map).
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Dependent variables
With our dependent variables, we aimed to measure users’ perception
of photorealism and place illusion. Building upon several relevant questionnaires from the literature, we thus created a post-test questionnaire with
multiple Likert-type items on 7-point scales, including questions related to
visual realism, comfort, and preference [84, 90], questions taken from existing studies on presence [95], and questions related to our more specific
question of viewing volume size. Additionally, we also recorded viewers’ head
positions and orientations every few frames, in order to better understand
how viewing volume size effectively impacts users’ head motion.

6.3.2

Results and discussion

As indicated in the introduction to this chapter, we do not present the results
of this study as they were not included in the version of the manuscript
evaluated by the jury. These results will be presented and discussed in an
upcoming publication.
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Chapter 7

Discussion and conclusion
7.1

Overview

In chapter 1, we introduced the challenge of recreating real-world scenes in
virtual reality in a way that enables comfortable motion within the virtual
environment. We also presented the objectives of this thesis: exploring
ways of enhancing user experience during motion within immersive imagebased virtual environments, by designing new and improved methods and
interfaces that can be used to render scenes with plausible motion parallax
and increased photorealism.
In chapter 2, we analyzed the challenges and reviewed the solutions proposed in the academic literature, describing them alongside the practical
applications of image-based VR for creating educational and entertaining
immersive experiences. Specifically, we first discussed three human-centered
challenges that motivate research on image-based VR, namely comfort, realism, and convenience. We then presented an overview of methods that
can be used to create background environments with motion parallax - distinguishing approaches based on single-viewpoint 360° capture from those
relying on multi-view camera setups-, as well as solutions for transforming
input photographs into interactive 3D objects that can be placed within the
virtual scene’s foreground - with a specific emphasis on methods for recreating people. We also further discussed the challenge of photorealism by
reviewing the question of rendering captured view-dependent effects in VR.
In chapter 3, we then started presenting our work, with a first approach
centered on providing parallax from a single 360° photograph. We thus designed a VR interface that enables manually creating a 360° depth map using
human understanding of the scene and natural interaction paradigms, and
evaluated virtual environments created using this interface under different
viewing conditions. Our user study shed light on the potential of depthbased 360° backgrounds for reducing discomfort during head motion, but
also highlighted the problem of visual artifacts: overall, the solution proved
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interesting for large amounts of head motion (standing condition), while the
standard representation as a 360° image sphere was preferred when there
was little translational motion (seated condition).
In chapter 4, we described our initial attempt to extend our 360° depth
creation interface to video, and how this ultimately led us to study automatic methods for generating 3D characters from 360° videos of people. We
presented a solution based on combining pre-trained deep learning models
for human shape, pose, and texture estimation, in a way adapted for handling 360° inputs. Our user study validated that the generated virtual agents
could be perceived as responsive to an extent, but also that much progress
was still needed to recreate the details of a person’s appearance.
In chapter 5, we explained how we thus decided to go towards enhanced
photorealism by exploring solutions based on multi-view capture rather than
fixed-viewpoint 360° cameras, leading us to implement open-source tools
for VR-compatible view-dependent image-based rendering. We designed a
cohesive interface to enable non-technical users to make use of these tools,
and led a user study to investigate the usability of the toolkit, in which we
guided participants on a complete pipeline from capturing photographs to
rendering image-based 3D representations in a head-mounted display.
In chapter 6, we then explored a practical use case of our implementation, specifically recreating a mineralogy museum in VR. Using recreations
of viewpoints in the museum as backgrounds, we explored how viewers’
perception of photorealism and place illusion varied with the presence of
view-dependent effects and the size of viewing volume.
Finally, in this last chapter of the manuscript, we take a step back and
analyze our findings, before providing concluding remarks.

7.2

Main contributions of the thesis

We now review the main contributions of the thesis, in light of the three
objectives defined in chapter 1.

7.2.1

Towards enhanced comfort during motion

To what extent can we make viewers more comfortable when they move
around within image-based virtual environments, and by what means? This
was the first question we set out to tackle.
Are 360° photographs more comfortable with added depth?
This question was essentially motivated by the observation that 360° image
spheres may be perceived as uncomfortable due to their inability to provide
motion parallax [44, 84, 90]. Therefore, we started our work by studying
360° image-based environments. Specifically, we first considered the case of
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creating a 3D VR scene from a single 360° photograph. To provide motion
parallax and thereby reduce discomfort during head motion, we looked to
add geometry to the scene. We thus designed and evaluated an interface by
which operators could create 360° depth maps, by relying on their natural
understanding of the photograph’s layout and on the intuitive interaction
modalities that virtual reality systems provide. Based on the created depth
maps, we then applied a simple meshing process to obtain a 3D scene representation that could be rendered in VR.
To evaluate the extent to which our manual depth creation pipeline could
result in a more comfortable viewing experience, we then led a user study.
25 participants took part in the study, divided into 2 groups with different viewing conditions, and testing 4 different scenes with 4 different types
of representations. In the standing condition, we effectively validated that
depth-enhanced representations resulted in viewers feeling more comfortable: ground truth depth and depth created using all the functionalities
of our interface resulted in similarly high levels of comfort during motion,
whereas adding only partial depth or no depth at all resulted in a less comfortable experience. In contrast, in the seated condition, 360° image spheres
obtained the higher comfort scores.
What can single-view learning-based methods achieve?
Following an attempt to extend our manual pipeline to video, we then evaluated the potential of pre-trained deep learning models [34, 47, 116] as a
means to create 3D humans from 360° image streams. In the course of this
investigation, we thus demonstrated a quick, automatic pipeline to transform a 360° video of a person into a 3D virtual environment with an animated character. We notably showed how available pre-trained models can
be combined and adapted to perform satisfyingly on spherical input images.
In our study evaluating the resulting 3D environments and characters,
participants did not report particular discomfort during motion when observing and interacting with the scene. Additionally, the recovered geometry
and animations were reported to be quite faithful to the original. Furthermore, we observed that displaying part of the original video in VR before showing the 3D environment appeared to have a negative impact on
perceived comfort. Overall, we thus ultimately validated the potential of
learning-based methods as a fast, accessible alternative for recovering the
3D geometry of characters and environments from 360° videos.

7.2.2

Towards enhanced realism

Because our study concerns virtual environments created from photographs,
we were also regularly confronted with issues related to perceived realism.
To what extent can we make the rendered views more visually realistic, and
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by what means? This was the second question we set out to tackle.
How problematic is visual degradation?
Throughout our investigation, we were often confronted with the presence
of stretching artifacts at objects’ boundaries as a result of applying depthbased meshing processes, which is a well-documented problem [10, 46, 72]. In
particular, in our first study, these artifacts appear to have been perceived as
a source of visual discomfort such that 360° spheres were preferred to depthbased meshes in the seated condition. Therefore, our work supports the
thesis that visual stretching at depth edges may have a significant negative
impact on user experience, making it critical to further develop methods for
detecting these elements and minimizing their visibility [90, 92].
In our second study, we were faced with a different source of visual
degradation: we were unable to recover the texture map we automatically
generated for our virtual agent with high precision, thereby blurring away
important facial features, preventing dynamic expressions from being rendered, and making it unlikely that the digitized person could be recognized.
Here again, several participants reported the lack of visual realism as being
potentially problematic, and it appears likely [33, 85] that such degradation
may negatively impact feelings of social co-presence with the agent.
Finally, in our third work, our use of view-dependent image-based rendering inevitably caused the generation of ghosting artifacts [42, 71] where
geometry could not be recovered accurately. This too was reported by study
participants as having a negative impact on perceived rendering quality.
In this way, we underlined throughout this thesis several key sources
of visual degradation. Such artifacts are both common when working with
image-based solutions and likely to cause significant discomfort for viewers:
they should thus be handled with particular care.
How noticeable are view-dependent effects?
An interesting challenge we encountered in the course of our work was
the question of recreating view-dependent visual effects. Indeed, rendering captured scenes with photorealistic specular highlights and reflections
at VR-compatible speeds requires considerable development work [10, 42,
71]. Therefore, it is critical to investigate the extent to which viewers effectively perceive these view-dependent effects in VR.
Consequently, we first tackled the challenge of implementing view-dependent image-based rendering algorithms capable of running at high framerates. We thus implemented two notable IBR algorithms in the Unity
game engine, and validated that they could render small image datasets at
hundreds of frames per second on a standard room-scale VR setup. This included a custom version of unstructured lumigraph rendering [11], optimized
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to spread the computational load over several frames. We also implemented
a simplified version of disk-based blending [71]. Demonstrating that such algorithms can be implemented in a widely-used game engine and making this
implementation accessible are important contributions of our work: indeed,
these steps are critical to foster user experience research on the question.
We then led user studies to investigate viewers’ response to objects and
scenes rendered using such methods. This yielded two main results. First,
view-dependent effects seem to effectively be perceived when rendering objects that display easily visible specular highlights, e.g. minerals. The second
observation, however, is that visual artifacts also take up much of the participants’ attention, negatively impacting their perception of rendering quality.
Consequently, our work underlines the idea that view-dependent effects are
a relevant addition, but only to the extent that they can be rendered in VR
both without causing latency and without generating distracting artifacts.

7.2.3

Towards convenient solutions

Finally, we examined the literature in light of the different properties of
image-based VR solutions that may make them more attractive for content
creators. To what extent are properties of ease of use, affordability, and
accessibility important when developing novel solutions? This was the third
question we set out to tackle.
To what extent does convenience motivate novel research?
In our review of related work, we thus discussed how properties such as
cost, ease of use, and accessibility can be motivations for novel research
[40, 62, 100]. We then demonstrated the relevance of these considerations
throughout the studies presented in this thesis.
In our first study, we thus focused on solutions accessible to casual content creators, by considering methods capable of working from images captured using low-cost 360° devices. This led us to develop a manual geometry
estimation pipeline, at the heart of which was the idea that VR interfaces
can be particularly relevant when they enable natural forms of interaction
and thereby facilitate the creation process.
Time efficiency was an important drawback of this approach, and was
one of the motivations for going towards more automatic solutions in the
second study. Additionally, working to develop responsive virtual agents
underlined how it may sometimes be critical for the pipeline to also enable
content creators to easily add elements of interactivity to the scene.
Furthermore, the development of COLIBRI VR as an open-source toolkit
in the third part of our work was motivated by the lack of accessible alternatives. In this context, we also led a study focusing on the usability of
our interface and documentation, considering ease of use to be a critical
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requirement for our tools to effectively be used by others.
Therefore, our work sheds light on the different ways by which properties
of convenience can motivate the development of new and improved solutions.
Because image-based VR has much to gain from the input of experts in nontechnical fields, such approaches should indeed not be neglected, and are to
be led hand-in-hand with work towards enhancing rendering quality.
What can better interfaces achieve?
In particular, several works in the field have put forward novel tools and
user interfaces [69, 84, 86]. In the same way, we presented in this thesis our
development of several software resources, which illustrate the importance
of providing operators with adapted toolsets.
We thus developed our 360° depth map generation interface specifically
because VR provides intuitive modalities for observing and interacting with
360° photographs. Rapid human understanding of the scene could thus be
combined with efficient tools for adding geometry, and operators could visualize the depth-based scene in the same time as they modified it. As a result,
we were able to obtain high-quality geometry perceived by participants as
being comparable to ground truth depth acquired by a laser scanner, while
not exceeding the time frames of comparable semi-automatic interfaces for
360° geometry estimation.
Additionally, we demonstrated in COLIBRI VR an interface that enables
using several advanced functionalities that few existing tools make easily
available. We specifically developed the toolset as an interface within a
popular game engine, in order to better reach the target audience of VR
user experience researchers and casual content creators. Furthermore, by
leading an end-to-end practice session with 15 participants, we also obtained
insight as to how to improve the toolkit’s documentation and GUI: the
results of the related study illustrate the extent to which such feedback
can help increase perceived ease of use and time-efficiency. All of this thus
illustrates the importance of developing interfaces that are both useful and
effectively usable.

7.3

Paths for future work

Many paths could be explored to build on our approach in future work.
Navigating within graphs of depth-enhanced 360° photographs
We essentially considered the issue of motion around a central 360° viewpoint, in the case where a single photograph was captured. However, many
applications also exist in which viewers are invited to navigate between a
large number of viewpoints that pave the virtual world along one or several
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paths, creating a graph of interconnected images. To what extent can depthbased 360° representations enhance navigation in-between these viewpoints?
It seems likely that handling transitions based on more accurate estimations
of the scene’s underlying geometry would similarly enhance comfort, by providing viewers with more accurate parallax as they move around.
Viewing volumes and guiding viewers in 6-DoF 360° image-based VR
For many 6-DoF image-based VR solutions, the accuracy of the rendered views degrades as the viewer moves away from a central viewpoint.
Therefore, it would be interesting to further investigate methods for keeping
viewers close to this viewpoint. In this thesis, we saw several such techniques
that relied on modifying the scene at the boundaries of the viewing volume:
for instance, the scene can be made to fade out, or can appear to ignore
further motion in translation. Yet could there be other, subtler methods?
We are in particular inspired on this question by attention guidance methods in the literature on cinematic 360° VR: could objects be included in the
scene, or elements of user interface be applied, in order to guide viewers
back towards the central viewpoint? Combining and comparing these two
fields of work could prove a fruitful source of novel ideas.
Multi-layered meshes and mitigation techniques for stretching artifacts
If single-layered depth-based meshes have one major drawback, it is the
stretching artifacts created at disocclusion edges. Several related works have
thus explored alternatives, notably involving multiple layers of geometry
and the blurring or removal of stretched triangles. To what extent do such
methods effectively enhance user experience? It could notably be interesting
to consider this question for both static and dynamic data, in order to
determine the extent to which dynamic artifacts cause significant discomfort,
and the extent to which can be mitigated.
Photorealistic, automatically-generated characters
Learning-based methods seem to have lots to offer for image-based VR
content creation. In particular, we found them to be quite suited for estimating the shape and pose of 3D characters from a small number of images.
However, at the time of this part of our work, we were unable to achieve
high-resolution results in terms of the character’s texture map. To what
extent are 3D characters generated by state-of-the-art deep learning models
perceived by immersed users as being photorealistic and responsive? It particular, it may be interesting to investigate the elements that may still be
missing for such an agent to elicit a strong sense of social presence.
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Access to higher-quality view-dependent techniques
Our open-source toolkit provides access to depth-based and view-dependent image-based rendering techniques. However, this should just be a first
step: the implemented tools are still quite computationally expensive, and
may yield noticeable visual artifacts. Consequently, it would be interesting to foster discussion on how to provide access to an additional number
of processing, rendering, and evaluation methods, so as to provide added
functionalities and opportunities for investigation. Additionally, questions
remain as to the necessity of recreating view-dependent effects. In which
contexts do users truly notice the rendering of these effects, or lack thereof?
Could high-resolution, geometrically accurate 3D reconstructions suffice?
User studies may be useful to shed light on what viewers actually perceive,
and how this influences their appreciation of the virtual environment.

7.4

Conclusion

In conclusion, we presented in this doctoral manuscript the results of our
investigation towards enhanced comfort during motion in image-based virtual reality scenes. Our exploration of existing work led us to formalize
an overview of the key properties of image-based solutions that make them
comfortable, realistic, and convenient, based on which we then led several
studies examining different complementary solutions. In this way, we discussed how motion parallax can be provided from 360° photographs, how
responsive 3D characters can be automatically created from 360° videos, and
how the specular highlights on the surfaces of minerals can be recreated in
VR using image-based rendering. Through our presentation of this work,
we thus hope that this dissertation will encourage researchers in the field of
VR user experience to explore novel processing and rendering techniques in
interesting new contexts, and will shed a new light on the use of image-based
solutions for transforming photographs of real-world scenes into immersive
and interactive virtual environments for virtual reality.
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Publications
Here we provide a list of the publications resulting from the PhD work.

Conference and workshop papers
The investigations discussed in this manuscript respectively in chapter 3,
chapter 4, and chapter 5 were published as the following papers:
• G. D. de Dinechin and A. Paljic, “Cinematic virtual reality with motion parallax from a single monoscopic omnidirectional image,” in
2018 3rd Digital Heritage International Congress (DigitalHERITAGE)
held jointly with 2018 24th International Conference on Virtual Systems & Multimedia (VSMM 2018), IEEE, Oct. 2018. doi: 10.1109/
digitalheritage.2018.8810116
• G. D. de Dinechin and A. Paljic, “Virtual agents from 360° video
for interactive virtual reality,” in 32nd International Conference on
Computer Animation and Social Agents, ser. CASA ’19, Paris, France:
ACM, Jul. 2019, pp. 75–78, isbn: 978-1-4503-7159-9. doi: 10.1145/
3328756.3328775
• G. D. de Dinechin and A. Paljic, “From real to virtual: An imagebased rendering toolkit to help bring the world around us into virtual
reality,” in 2020 IEEE Conference on Virtual Reality and 3D User Interfaces Abstracts and Workshops (VRW), Mar. 2020. doi: 10.1109/
vrw50115.2020.00076
Additional visuals for these works can be found in the papers’ supplementary videos, respectively:
• https://youtu.be/mYhh_DZddg8
• https://youtu.be/Ve2Zzo0q-ck
• https://youtu.be/HtJarul_32c
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Posters and abstracts
Elements of these works were also presented in the poster, research demonstration, and video tracks of international academic conferences:
• Poster: G. D. de Dinechin and A. Paljic, “Automatic generation of
interactive 3D characters and scenes for virtual reality from a singleviewpoint 360-degree video,” in 2019 IEEE Conference on Virtual Reality and 3D User Interfaces (VR), IEEE, Mar. 2019, pp. 908–909.
doi: 10.1109/vr.2019.8797969
• Poster: G. D. de Dinechin and A. Paljic, “Presenting COLIBRI VR,
an open-source toolkit to render real-world scenes in virtual reality,”
in 2020 IEEE Conference on Virtual Reality and 3D User Interfaces
Abstracts and Workshops (VRW), Mar. 2020, pp. 800–801. doi: 10.
1109/vrw50115.2020.00251
• Video: G. D. de Dinechin and A. Paljic, “Illustrating COLIBRI VR,
an open-source toolkit to render real-world scenes in virtual reality,”
in 2020 IEEE Conference on Virtual Reality and 3D User Interfaces
Abstracts and Workshops (VRW), Mar. 2020, pp. 856–856. doi: 10.
1109/vrw50115.2020.00280
• Research demonstration: G. D. de Dinechin and A. Paljic, “Demonstrating COLIBRI VR, an open-source toolkit to render real-world
scenes in virtual reality,” in 2020 IEEE Conference on Virtual Reality
and 3D User Interfaces Abstracts and Workshops (VRW), Mar. 2020,
pp. 844–845. doi: 10.1109/vrw50115.2020.00273

Résumés en français par
chapitre
La thèse de doctorat présentée dans ce manuscrit a été préparée au Centre de
Robotique de MINES ParisTech, Université PSL, sous la direction d’Alexis
Paljic. L’objectif du travail de thèse était d’étudier les méthodes de création
d’environnements virtuels à partir de photos du réel, et d’évaluer leur impact
en termes d’expérience utilisateur. Le cœur du manuscrit est rédigé en
anglais : nous en proposons ici un résumé en français, chapitre par chapitre,
à commencer par le premier chapitre, l’introduction.

Chapitre 1. Introduction
La possibilité de recréer virtuellement lieux, objets, et personnes à partir de
photos engendre de nombreux cas d’usage. En particulier, les méthodes de
reconstitution 3D à base d’images ouvrent la voie à la visite immersive de
sites culturels distants sans restriction d’horaires ou de mobilité, la création
d’avatars photoréalistes pour la communication et collaboration à distance
au sein d’un espace 3D partagé, ainsi que la création de scènes et personnages
pour le cinéma 360° et les jeux en réalité virtuelle. De telles applications
sont particulièrement intéressantes dans le contexte actuel qui, tant sur le
plan climatique que sur le plan économique, souligne la nécessité de limiter
les trajets longue distance : ainsi, les alternatives numériques permettant
de visiter lieux et personnes éloignées depuis chez soi semblent singulièrement pertinentes, et parmi elles la reconstitution en réalité virtuelle offre en
particulier l’avantage d’une visualisation intuitive et immersive.
Dans le travail présenté dans ce manuscrit, nous nous intéressons plus
spécifiquement aux approches à base d’images, par lesquelles photos et
vidéos prises sur le réel sont transformées en environnements virtuels immersifs photoréalistes. Les cas d’usage qui nous intéressent sont donc ceux
pour lesquels il est important de restituer la scène d’origine avec réalisme,
comme c’est par exemple le cas pour la visite de musées ou de biens immobiliers. Les pistes de recherche académique dans ce domaine sont notamment
axées autour du développement de méthodes de capture, de traitement, et
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de rendu qui aboutissent à une expérience plus réaliste et confortable pour
l’utilisateur. Dans la lignée de ces travaux, nous menons notre travail de
recherche avec trois objectifs principaux :
• Étudier comment utilisateurs réagissent face à de nouvelles solutions
capables de transformer images 360° en environnements virtuels qui
restituent plus précisément l’impression de parallaxe de mouvement.
• Étudier comment utilisateurs réagissent face à de nouvelles solutions
capables de restituer des effets lumineux complexes en réalité virtuelle
à partir d’ensembles de photos.
• Rendre ces solutions plus accessibles et faciles à utiliser pour la communauté de chercheurs et de créateurs.
Nous commençons ce manuscrit par une analyse détaillée de la littérature
académique sur le sujet, avant de poursuivre par la présentation des travaux
que nous avons menés au cours des trois années de doctorat, et enfin de
conclure sur les points clés à retenir de notre approche.

Chapitre 2. Analyse de la littérature
Dans le deuxième chapitre du manuscrit, nous proposons une classification
fonctionnelle des cas d’usage de la réalité virtuelle à base d’images, et présentons notre analyse de la littérature académique dans ce domaine.
Cas d’usage de la réalité virtuelle à base d’images
Parmi les cas d’usage, nous distinguons deux catégories principales : les applications à but éducatif ou de formation, et les expériences dont la fonction
principale est le divertissement. Nous pouvons ainsi constater aujourd’hui
le développement d’un grand nombre d’applications de visite virtuelle de
musées, d’appartements, de sites historiques et industriels, et même de
villes entières, recréées à partir de photos. De la même manière, images
360° et reconstructions 3D sont fréquemment utilisées pour l’apprentissage
et la formation : des étudiants peuvent ainsi être mis face à face avec des
chirurgiens au bloc opératoire, et des pompiers se former en terrain dangereux, de façon à multiplier ces formations clé qui ne peuvent autrement
être menées régulièrement sur le terrain pour des raisons de risques ou de
coûts. Quant au secteur du divertissement, il profite également de la possibilité de mettre les utilisateurs face à face avec des acteurs et personnalités
célèbres, et de recréer des espaces photoréalistes à bas coût à partir de
photos du réel. De telles méthodes de reconstitution virtuelle ont même vocation à être utilisées dans un contexte quotidien, pouvant ainsi permettre
de partager ses photos en 3D et de vivre de nouvelles expériences avec amis
et famille à distance, reconstitués tous ensemble dans un espace 3D partagé.
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Une étude centrée sur l’humain: confort, réalisme, et accessibilité
La motivation derrière de nombreux travaux de recherche reste de permettre aux créateurs de contenu d’offrir à leurs utilisateurs des expériences plus
confortables et plus réalistes. Pour évaluer leurs approches, les chercheurs
s’appuient ainsi sur différents critères liés à l’expérience utilisateur. Ceux-ci
peuvent être quantifiables à l’aide de métriques objectives, ou mesurés directement auprès des utilisateurs à l’aide de questions sous formes d’échelles
de type Likert.
Le confort est souvent étudié sous l’angle du confort de déplacement,
lié à la parallaxe de mouvement et à la latence. Il peut alors être évalué
à l’aide de métriques telles que la fidélité géométrique du modèle 3D et la
fréquence d’affichage de l’algorithme de rendu, en plus de l’évaluation directe sous forme de question aux utilisateurs. Par ailleurs, les chercheurs
s’intéressent également souvent au confort dans sa dimension strictement
visuelle, dans le sens où des images de plus haute résolution et sans artefact seront certainement perçues comme étant plus confortables à regarder.
Des métriques de fidélité visuelle peuvent alors être employées, à base de
comparaison pixel-à-pixel avec les photos d’origine.
Quant à la question du réalisme, elle est d’abord étudiée sous l’angle
du photoréalisme. Qualité d’image et fidélité visuelle dans la restitution des
différents matériaux sont ici encore des métriques pertinentes. De plus, la littérature s’attaque aussi au réalisme des objets en mouvement, en particulier
lorsqu’il s’agit de recréer des personnes dans l’espace virtuel. Il s’agit alors
d’évaluer la capacité des objets recréés à donner l’illusion d’un mouvement
à la fois naturel et réactif face à la présence et aux actions de l’utilisateurs,
ce qui peut notamment se faire à l’aide de questionnaires spécialisés.
Enfin, les méthodes de création de contenu doivent être accessibles et
simples d’utilisation pour être effectivement utilisées. Ainsi, de nombreuses
approches sont présentées dans la littérature comme étant motivées par
le faible coût des technologies sur lesquelles elles s’appuient, permettant
à des créateurs de contenu non-professionnels de se les approprier. L’accès à
ces nouvelles méthodes est également favorisé par le développement d’outils
open source, avec des interfaces faciles à utiliser car évaluées et améliorées
à l’aide d’études utilisateur. Finalement, les axes de recherche liés à la réalité virtuelle à base d’images sont également marqués par le développement
de solutions plus compactes et avec des temps de traitement plus courts,
car la quantité d’information visuelle et la complexité des opérations de
calcul rendent souvent le processus de traitement logiciel fastidieux. Lors
de l’évaluation de leurs solutions, les chercheurs dans ce domaine mettent
ainsi régulièrement en avant plusieurs métriques qui sont davantage liées au
confort du créateur de contenu qu’à celui de l’utilisateur final.
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Solutions présentées dans la littérature
Nous proposons d’analyser les solutions décrites dans la littérature selon
trois axes, correspondant à des contextes et donc des besoins différents :
la création de scènes d’arrière-plan capables de restituer une impression de
parallaxe de mouvement, la création d’objets de premier plan interactifs et
de haute qualité visuelle, et la restitution d’effets lumineux complexes.
Environnements 360° avec parallaxe de mouvement
Pour beaucoup d’applications, il est nécessaire de capturer et restituer
l’aspect visuel de la scène réelle d’origine en toutes directions autour d’un ou
plusieurs points de vue, de façon à donner l’impression aux utilisateurs qu’ils
ont été transportés en cet autre lieu. Aujourd’hui, cela se fait le plus souvent
par le biais de caméras 360° grand public, qui ont l’avantage d’être facilement
transportables, peu chères, et faciles d’utilisation. La photo ou vidéo 360°
ainsi capturée peut alors être projetée sur l’intérieur d’une sphère en arrièreplan du monde virtuel, afin d’apparaître en toile de fond de l’expérience de
réalité virtuelle. Cependant, cette solution risque fort de rendre inconfortables les utilisateurs lors de leurs déplacements : en effet, il n’est alors pas
possible de restituer avec précision la parallaxe de mouvement que devait
produire la scène d’origine, car si l’information visuelle a été capturée à 360°,
il manque l’information géométrique correspondante. De nombreux travaux
de recherche visent donc à trouver des solutions alternatives ou complémentaires pour créer des arrière plans 360° capables de restituer cette parallaxe.
Un premier groupe de travaux part du principe qu’il est possible d’appliquer un traitement logiciel pour estimer la géométrie de la scène d’origine
à partir de l’image 360° sans impliquer de coûts supplémentaires trop importants. Parmi les approches proposées, retenons notamment celles qui
s’appuient sur l’intervention rapide d’un opérateur humain (approches semiautomatiques à base d’interfaces adaptées), et celles qui s’appuient sur
l’entraînement de réseaux convolutifs profonds (approches automatiques à
base d’apprentissage). Dans les deux cas, l’objectif est d’estimer un modèle
3D ou une carte de profondeur à partir de la photo d’origine, grâce auxquels
il est alors possible de projeter cette photo dans l’espace tridimensionnel,
de façon à ce que l’information visuelle se déforme correctement lorsque
l’utilisateur se déplace au sein de la scène.
Un deuxième groupe de travaux vise à capturer l’information géométrique
dès la phase d’acquisition, en mettant au point des dispositifs photographiques
plus coûteux, souvent sous forme d’ensembles de caméras disposées en arc
ou en sphère. En capturant ainsi plusieurs images prises de points de vue
différents, il devient possible d’appliquer des méthodes classiques de reconstruction 3D, et donc d’obtenir de même des environnements 3D au sein
desquels les utilisateurs peuvent se déplacer confortablement.
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Objets et personnages 3D interactifs
La reconstitution d’objets de premier plan, destinés à être approchés de
près et manipulés, soulève davantage des problématiques d’interactivité et
de réalisme. De nombreux chercheurs s’attaquent ainsi à concevoir des méthodes permettant de transformer les photos d’origine en objets 3D de haute
qualité visuelle et géométrique, qui réagissent correctement à des changements d’illumination, et avec lesquels il est possible d’interagir. Ce travail
s’accompagne souvent du développement d’outils de reconstruction accessibles et qui permettent d’aboutir à des maillages 3D optimisés, pour permettre la création d’objets virtuels qui peuvent être affichés dans des dispositifs
de réalité virtuelle grand public sans générer de latence.
Parmi ces objets de premier plan, les humains virtuels ont une place
toute particulière. L’œil humain est en effet habitué à observer les visages
et les mouvements du corps des personnes l’entourant : s’il est possible de
recréer un personnage virtuel à partir de photos ou vidéos d’une personne
réelle, il est ainsi difficile de le faire avec suffisamment de réalisme pour
qu’un utilisateur perçoive le personnage comme étant une copie convaincante
du réel, capable par exemple d’interaction sociale. De nombreux travaux
s’appliquent donc à la fois à développer notre capacité à générer des humains
3D photoréalistes à partir d’images du réel, et à améliorer les personnages
virtuels ainsi obtenus afin qu’ils paraissent plus naturels.
Restitution des effets de réflexion spéculaire
La parallaxe n’est pas le seul effet visuel qui devient apparent lors du
déplacement : il est également courant de voir apparaître de nombreux effets
lumineux lors d’un déplacement de la tête, dont notamment effets de transparence et réflexions sur surfaces brillantes. Lorsqu’on utilise un système
doté de plusieurs caméras, ou lorsqu’on déplace l’appareil pour photographier la scène depuis des points de vue différents, ces effets lumineux sont
capturés et stockés dans l’image. De nombreux chercheurs travaillent donc à
restituer ces effets lors du déplacement de l’utilisateur dans l’environnement
3D reconstruit à partir des photos d’origine, afin de donner à la scène un
photoréalisme accru.
Cependant, les méthodes capables de restituer ces effets lumineux lors de
déplacements entre les points de vue capturés génèrent souvent des artefacts
visuels : l’image affichée apparaitra dégradée, avec des bavures de couleurs
ou des scintillements erronés, typiquement aux endroits où la géométrie de
la scène n’a pas pu être estimée avec précision. Par ailleurs, ces méthodes sont souvent coûteuses en termes de temps de calcul, et doivent donc
fréquemment être optimisées ou simplifiées pour pouvoir être utilisées en
réalité virtuelle. Leur utilisation reste donc peu courante.
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Chapitre 3. Parallaxe de mouvement à partir d’une
unique image 360°
À partir du troisième chapitre, nous présentons nos contributions au domaine. Dans un premier travail, nous nous attaquons ainsi à la possibilité
de créer des arrière plans dans lesquels il est confortable pour l’utilisateur
de se déplacer, à partir d’une unique photo 360°. Les cas d’usage associés
à cette démarche de recherche sont donc ceux pour lesquels les données visuelles sont capturées à l’aide d’une simple caméra 360° grand public, et
pour lesquels on estime que l’utilisateur est susceptible de se déplacer (typiquement dans un rayon de quelques dizaines de centimètres autour du point
central) au cours de l’expérience.
Une interface en réalité virtuelle pour créer des cartes de profondeur à 360°
Pour rendre les déplacements plus confortables en restituant l’impression de
parallaxe de mouvement, nous proposons d’estimer l’information géométrique
sous-jacente à l’aide d’une interface de réalité virtuelle.
Plus précisément, l’idée est d’estimer la carte de profondeur associée à la
photo 360°. Grâce à celle-ci, nous pouvons ensuite générer automatiquement
un modèle 3D, à l’aide d’une méthode de maillage par laquelle chaque pixel
de l’image d’origine est converti en un petit nombre de triangles positionnés
dans l’espace tridimensionnel. Ce maillage 3D assez simple permet ainsi
de déformer la photo lors des déplacements de l’utilisateur de sorte à donner l’impression de profondeur. Cependant, il génère également des artefacts
visuels au niveau de discontinuités géométriques, dégradant ainsi inévitablement la qualité visuelle de la scène au fur et à mesure que l’utilisateur se
déplace loin du point de vue d’origine.
Afin d’estimer la carte de profondeur 360°, nous proposons et démontrons l’utilisation d’une interface semi-automatique en réalité virtuelle, par
laquelle un opérateur vient renseigner la géométrie de la scène par le placement de primitives géométriques dans l’espace 3D. Plusieurs raisons nous
ont encouragé à faire le choix d’une interface en réalité virtuelle. Tout
d’abord, cette dernière est particulièrement propice à la fois au visionnage
de photos 360° et à la manipulation intuitive d’objets 3D, permettant ainsi
à l’opérateur de rapidement déterminer où et sous quelle forme ajouter de
l’information géométrique. Enfin, en permettant ainsi à l’opérateur de visualiser le maillage obtenu de la même façon que le feront ensuite les utilisateurs finaux, l’interface permet alors de rapidement détecter les zones où
la géométrie risque de paraitre inexacte, et d’y apporter immédiatement les
modifications nécessaires.
L’ajout de profondeur se fait alors en plusieurs étapes. D’abord, l’opéra-
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teur renseigne ou estime la hauteur à laquelle était placée la caméra, afin
de placer un plan 3D horizontal au niveau du sol. La sphère 360° devient
ainsi un dôme. Ensuite, l’opérateur vient placer des primitives géométriques
au niveau des différents objets posés sur le sol, afin de les faire ressortir en
profondeur. Pour plus de précision au niveau des bords des objets, les pixels
correspondant à des objets différents peuvent être indiqués au préalable à
l’aide d’un masque de couleur dans l’espace image. Du dôme, on obtient
ainsi une géométrie plus complexe, qui vient progressivement épouser celle
de la scène d’origine.
Étude du confort utilisateur en environnements 360° à base de
profondeur
Nous évaluons ensuite nos résultats en menant une étude utilisateur. Au
cours de cette étude, 25 participants furent ainsi placés au sein d’environnements virtuels recréés à partir de photos 360° associées à des cartes de profondeur avec différents niveaux de précision, et nous indiquèrent leur ressenti
en termes de confort. Notre objectif était d’évaluer dans quelle mesure notre
approche permet de rendre les utilisateurs plus confortables, en particulier
par rapport à l’alternative standard qu’est la projection de l’image 360° sur
une sphère.
De notre analyse ressortent deux résultats significatifs. Premièrement,
lors d’un déplacement actif, c’est-à-dire en marchant pour explorer l’environnement, les participants indiquent préférer les solutions à base de cartes de
profondeur plus précises, qu’elles soient créées à l’aide de notre interface ou
acquises directement sur le terrain à l’aide d’un LiDAR. Ceci est en accord
avec l’hypothèse qu’une meilleure restitution de la parallaxe de mouvement
par une géométrie plus précise permet de rendre l’expérience plus confortable
lors de déplacements de la tête. Deuxièmement, lors d’une observation en
position assise, les participants indiquent au contraire préférer la sphère 360°.
Cela est probablement dû à la présence d’artefacts visuels dans les autres
solutions : lorsqu’il y a peu de déplacements en translation, le manque de
parallaxe est en effet moins perceptible, et la présence d’artefacts semble
ainsi dégrader davantage le sentiment de confort que celui-ci n’est amélioré
par l’apport d’une parallaxe plus réaliste.

Chapitre 4. De vidéos 360° à agents virtuels 3D
Dans le quatrième chapitre, nous étudions la possibilité de générer automatiquement des personnages 3D à partir de vidéos 360°. Dans la continuation
de notre développement d’une interface d’estimation de profondeur à base
de photos, notre objectif était d’aller maintenant vers un processus automatique capable de traiter des entrées vidéo. Notre objectif devint alors de
démontrer la possibilité d’estimer automatiquement l’apparence, la pose, et
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la forme d’une personne à partir d’une vidéo 360°, et d’étudier la réaction
des utilisateurs face aux agents virtuels 3D ainsi générés.
Une approche automatique à base de réseaux pré-entraînés
Les résultats obtenus par l’extension immédiate de notre interface à des
entrées vidéo étaient peu satisfaisants : les artefacts visuels, maintenant
dynamiques, devenaient particulièrement dérangeants, et le processus semiautomatique devenait trop fastidieux. Ayant décidé de chercher une autre
piste, et partant du constat que beaucoup de vidéos 360° sont essentiellement
constituées d’un arrière-plan relativement fixe devant lequel interagissent des
personnes en mouvement, notre travail se recentra ainsi exclusivement sur
la reconstitution de personnes à partir de vidéos.
Afin d’estimer l’apparence et la géométrie d’une personne en mouvement
à partir d’une unique vidéo 360°, nous présentons ainsi dans ce chapitre une
approche qui consiste à combiner plusieurs réseaux profonds pré-entraînés.
La complexité principale de ce travail est d’adapter les réseaux pour fonctionner correctement sur des entrées 360°: pour ce faire, nous détaillons une
méthode pour capturer des images non-360° centrées autour de la personne
d’intérêt, à l’aide d’une caméra virtuelle orientée à partir de poses estimées
par des méthodes robustes à l’utilisation d’entrées 360°.
Au final, nous obtenons de cette façon un personnage 3D utilisable
dans un moteur de jeu, avec textures et animation. Nous examinons ensuite plusieurs améliorations faciles à implémenter visant à rendre l’agent
virtuel ainsi obtenu plus réaliste, dont par exemple l’ajout automatique
d’animations lors de phases inactives du personnage, ainsi que des réactions
à la présence et aux actions de l’utilisateur.
Étude de la perception du réalisme des agents virtuels
Nous présentons ensuite les résultats d’une étude menée avec 50 participants dans le but d’étudier la réaction d’utilisateurs face aux agents virtuels
ainsi créés. Au terme du protocole d’étude, chaque participant répondait
à des questions liées à sa perception des personnages, tirées en grande partie de questionnaires existants présentés dans la littérature. L’objectif était
d’évaluer dans quelle mesure de tels agents générés automatiquement à base
d’image sont effectivement perçus comme réagissant de façon plus naturelle
lorsqu’ils sont rendus plus interactifs, comme cela a pu être montré par le
passé sur des personnages 3D synthétiques conçus par ordinateur.
Les résultats de notre analyse semblent confirmer que le niveau de réactivité des agents a un impact sur le comportement des utilisateurs et sur
leur impression que l’agent réagit effectivement à leur présence. Cependant, l’étude souligne aussi que de nombreux progrès restent à faire quant à
l’apparence des agents ainsi obtenus, la trop faible qualité visuelle de celle-
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ci pouvant nuire à la perception favorable des personnages comme étant
des personnes réalistes et capables d’interaction sociale. Des travaux futurs
pourraient ainsi être menés pour améliorer la qualité des personnages 3D
par l’utilisation de nouveaux modèles pré-entraînés plus performants.

Chapitre 5. Des outils open source pour la réalité
virtuelle à base d’images
À partir du cinquième chapitre, nous regardons au-delà des images 360° à
point de vue unique pour nous intéresser également aux techniques d’acquisition, de traitement, et de rendu à points de vue multiples. En effet, travailler à partir d’un plus grand nombre d’images permet d’appliquer des
techniques de reconstruction 3D plus précises, ainsi que des algorithmes de
rendu plus complexes, permettant au final d’aboutir à des environnements
plus photoréalistes. Cependant, peu d’outils accessibles existent pour aider
les créateurs de contenu à appliquer des méthodes de rendu multi-vues. Nous
présentons donc dans ce chapitre notre travail de développement d’une boîte
à outils open source permettant d’appliquer des techniques de rendu à base
d’images pour afficher des environnements photoréalistes en réalité virtuelle.
Le projet COLIBRI VR
Nous développons et démontrons ainsi plusieurs solutions de reconstruction
et de rendu à base d’images, regroupées au sein d’un projet que nous nommons COLIBRI VR, dont le code est accessible en ligne. Ce projet est
implémenté de façon à être accessible depuis le moteur de jeu Unity, afin
qu’il soit facilement utilisable par un grand nombre de créateurs de contenu de réalité virtuelle, et qu’il puisse être appliqué pour le développement
d’expériences interactives.
Parmi les méthodes de reconstruction sur lesquelles s’appuie le projet,
nous présentons notamment notre adaptation d’une méthode de maillage à
base d’arbres quaternaires, qui nous permet de transformer cartes de profondeur en modèles 3D de façon plus optimale. Nous présentons ensuite
notre implémentation de plusieurs méthodes de rendu à base d’images, dont
l’objectif commun est de permettre de restituer des effets lumineux complexes lorsque l’utilisateur se déplace entre les points de vue d’origine, de
façon suffisamment optimisée pour permettre un rendu en temps réel dans
un dispositif de réalité virtuelle grand public.
Étude de l’utilisabilité de notre interface
Nous évaluons alors notre interface par le biais d’une étude d’utilisabilité.
Spécifiquement, nous présentons les résultats d’une étude menée avec 15
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participants, au cours de laquelle il leur était demandé de prendre des
photos d’un objet comprenant des surfaces réfléchissantes puis d’appliquer
l’interface de COLIBRI VR pour le restituer en réalité virtuelle, en s’appuyant
principalement sur la documentation de nos outils. Notre objectif était ainsi
d’évaluer et d’améliorer à la fois l’interface et la documentation du projet,
afin de le rendre plus facilement utilisable.
L’étude nous permit d’améliorer la documentation et l’interface en de
nombreux points: après quelques modifications effectuées pour prendre en
compte les retours utilisateur les plus récurrents, le temps nécessaire pour
accomplir le protocole de test chuta rapidement. Par ailleurs, les réponses
de certains participants aux questions liées à la qualité du rendu laissent
entrevoir des pistes d’amélioration, notamment afin de réduire la présence
d’artefacts visuels.

Chapitre 6. Restituer la collection d’un musée en
réalité virtuelle
Dans le sixième chapitre, nous appliquons nos outils dans un contexte muséographique, plus précisément afin de restituer une collection de minéraux en
réalité virtuelle. Nous présentons également le développement d’un système
de capture multi-caméras, grâce auquel nous recréons virtuellement plusieurs
points de vue capturés au sein du musée. En appliquant ces scènes recréées
à partir du réel dans le cadre d’une étude utilisateur, nous étudions alors
l’impact de différents facteurs visuels sur le sentiment d’être effectivement
présent dans un lieu virtuel.
Rendu multi-caméra dans un contexte muséographique
Nous démontrons d’abord de quelle manière il est possible d’appliquer nos
outils pour restituer un ensemble de minéraux en réalité virtuelle, en examinant l’importance d’utiliser des photos adaptées au rendu multi-vues.
Nous présentons ensuite notre développement d’un système de 40 caméras
permettant de capturer instantanément un grand nombre de photos autour
d’un point de vue central. Nous appliquons alors ce système pour capturer
plusieurs points de vue au sein d’un musée de minéralogie, que nous recréons
ainsi en réalité virtuelle.
Étude du sentiment de présence en fonction de la taille du volume
de visionnage
Par une étude utilisateur, nous évaluons ensuite l’impact de la taille du
volume de visionnage et du rendu de réflexions spéculaires sur le sentiment
de présence. En effet, de précédents travaux sur le rendu à base d’images
restreignent fréquemment la taille du volume de visionnage par un fondu
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au noir, ce qui est potentiellement susceptible de briser l’illusion que le lieu
virtuel existe effectivement autour de soi. Par ailleurs, peu d’études se sont
attaquées à l’impact perceptif du rendu multi-vues. Cette étude vise donc à
évaluer l’importance de différents choix d’ordre visuel sur la perception des
environnements immersifs à base d’images.
Cette étude étant encore en cours de réalisation, nous ne pourrons en
analyser les résultats que dans la version finale du manuscrit.

Chapitre 7. Discussion et conclusion
Finalement, dans le dernier chapitre, nous présentons un retour global sur
nos travaux et mettons en lumière plusieurs pistes de recherche pour approfondir le sujet davantage. Dans ce manuscrit, nous avons ainsi étudié
différentes solutions permettant respectivement de restituer une impression
de parallaxe de mouvement à partir d’une unique image 360°, de créer des
personnages 3D interactifs à partir de vidéos 360°, et de restituer des effets
lumineux complexes à partir d’acquisitions multi-vues, cette dernière étant
appliquée dans le cadre de la virtualisation d’un musée de minéralogie. Nous
espérons ainsi avoir donné une bonne vision d’ensemble sur le domaine de
recherche de la réalité virtuelle à base d’images, et avoir encouragé davantage
de travaux pour favoriser le développement de nouvelles solutions.
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RÉSUMÉ
La reconstitution en réalité virtuelle de lieux, personnes, et objets réels ouvre la voie à de nombreux usages, tels que
préserver et promouvoir des sites culturels, générer des avatars photoréalistes pour se retrouver virtuellement avec famille
et amis à distance, ou encore recréer des lieux ou situations spécifiques à des fins thérapeutiques ou de formation. Tout
cela s’appuie sur notre capacité à transformer des images du monde réel (photos et vidéos) en environnements 360°
immersifs et objets 3D interactifs.
Cependant, ces environnements virtuels à base d’images demeurent souvent imparfaits, et peuvent ainsi rendre le visionnage en réalité virtuelle inconfortable pour les utilisateurs. En particulier, il est difficile de reconstituer avec précision
la géométrie d’une scène réelle, et souvent de nombreuses approximations sont ainsi faites qui peuvent être source
d’inconfort lors de l’observation ou du déplacement. De même, il est difficile de restituer fidèlement l’aspect visuel de
la scène : les méthodes classiques ne peuvent ainsi restituer certains effets visuels complexes tels que transparence
et réflexions spéculaires, tandis que les algorithmes de rendu plus spécialisés ont tendance à générer des artefacts visuels et peuvent être source de latence. Par ailleurs, ces problèmes deviennent d’autant plus complexes lorsqu’il s’agit
de reconstituer des personnes, l’oeil humain étant très sensible aux défauts dans l’apparence ou le comportement de
personnages virtuels.
Par conséquent, l’objectif de cette thèse est d’étudier les méthodes permettant de rendre les utilisateurs plus confortables
lors du visionnage immersif de reconstitutions digitales du monde réel, par l’amélioration et le développement de nouvelles
méthodes de création d’environnements virtuels à partir de photos. Nous démontrons et évaluons ainsi des solutions
permettant (1) de fournir une meilleure parallaxe de mouvement lors du visionnage d’images 360°, par le biais d’une
interface immersive pour l’estimation de cartes de profondeur, (2) de générer automatiquement des agents virtuels 3D
capables d’interaction à partir de vidéos 360°, en combinant des modèles pré-entrainés d’apprentissage profond, et (3) de
restituer des effets visuels de façon photoréaliste en réalité virtuelle, par le développement d’outils que nous appliquons
ensuite pour recréer virtuellement la collection d’un musée de minéralogie. Nous évaluons chaque approche par le biais
d’études utilisateur, et rendons notre code accessible sous forme d’outils open source.

MOTS CLÉS
Réalité Virtuelle - Parallaxe de Mouvement - Photos et Vidéos - 360-Degrés - Reconstruction 3D - Rendu à
Base d’Images.

ABSTRACT
There are many applications to capturing and digitally recreating real-world people and places for virtual reality (VR),
such as preserving and promoting cultural heritage sites, placing users face-to-face with faraway family and friends, and
creating photorealistic replicas of specific locations for therapy and training. This is typically done by transforming sets of
input images, i.e. photographs and videos, into immersive 360° scenes and interactive 3D objects.
However, such image-based virtual environments are often flawed such that they fail to provide users with a comfortable
viewing experience. In particular, accurately recovering the scene’s 3D geometry is a difficult task, causing many existing
approaches to make approximations that are likely to cause discomfort, e.g. as the scene appears distorted or seems
to move with the viewer during head motion. In the same way, existing solutions most often fail to accurately render
the scene’s visual appearance in a comfortable fashion. Standard 3D reconstruction pipelines thus commonly average
out captured view-dependent effects such as specular reflections, whereas complex image-based rendering algorithms
often fail to achieve VR-compatible framerates, and are likely to cause distracting visual artifacts outside of a small range
of head motion. Finally, further complications arise when the goal is to virtually recreate people, as inaccuracies in the
appearance of the displayed 3D characters or unconvincing responsive behavior may be additional sources of unease.
Therefore, in this thesis, we investigate the extent to which users can be made more comfortable when viewing digital
replicas of the real world in VR, by enhancing, combining, and designing new solutions for creating virtual environments
from input sets of photographs. We thus demonstrate and evaluate solutions for (1) providing motion parallax during the
viewing of 360° images, using a VR interface for estimating depth information, (2) automatically generating responsive
3D virtual agents from 360° videos, by combining pre-trained deep learning networks, and (3) rendering captured viewdependent effects at high framerates in a game engine widely used for VR development, which we apply to digitally
recreate a museum’s mineralogy collection. We evaluate and discuss each approach by way of user studies, and make
our codebase available as an open-source toolkit.

KEYWORDS
Virtual Reality - Motion Parallax - Photographs and Videos - 360-Degree - 3D Reconstruction - Image-Based
Rendering.

